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Summary
In this document, we outline the suggested core elements of a programme of work for ONR to underpin their aim for ensuring the effective regulation and assessment of AI/ML systems. The route map was initially created during previous research and has now been updated respect to further research and advancements in AI/ML technologies. Given the low level of maturity of AI technologies currently, we believe that the success of this route map also greatly depends on research and development from within the wider nuclear and AI industries and not just the ONR and the nuclear sector.
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[bookmark: _Toc214443793][bookmark: _Toc215155971][bookmark: _Toc215157294][bookmark: _Toc219472187][bookmark: _Toc222465433][bookmark: _Toc223508402]Introduction
This document contains an updated route map for regulating AI Modulated Systems (AMSs) within the UK civil nuclear industry. We outline suggested core elements of a framework for assessing systems with Artificial Intelligence/Machine Learning (AI/ML) technology and a programme of work for the effective deployment and regulation of AI/ML systems within the nuclear sector.
Challenges for regulating this technology within the nuclear sector have been identified in the literature, including ‎[2] and previous research ‎[1]; we highlight these key challenges in more detail in the taxonomy report ‎[3]. The aim of this document is to continue the research to outline a the foundation for a high-level framework for assessing and regulating AI/ML systems and start to synthesise the research priorities identified in ‎[1]‎[3] into a route map for future research for the nuclear industry.
This work continues previous research ‎[1] that developed the initial route map. During this project, we have continued to scope the high-level AI/ML assurance framework and reviewed the suggested priority research programme areas, considering advancements in AI/ML technologies and research performed in the other project tasks. Research streams include AI/ML data (training, Verification and Validation (V&V)), human factors and sociotechnical systems, computer architectures, hazard analysis, security-informed safety, and confidence building technologies.
Section ‎2 provides a review of the route map that was outlined in a previous phase of the project. A summary of the four suggested priority areas for research and their different phases can be found in ‎Appendix A. Section ‎3 outlines the high-level aspects of the assurance framework. Section ‎4 details different cases for the deployment of AI/ML components in nuclear applications in which the framework can support.
[bookmark: _Ref213319261][bookmark: _Toc214443794][bookmark: _Toc215155972][bookmark: _Toc215157295][bookmark: _Toc219472188][bookmark: _Toc222465434][bookmark: _Toc223508403]Review of the status of the route map
As part of previous research ‎[1], we outlined the main elements of a research programme to establish a framework for the regulation and the deployment of AI/ML systems within the nuclear sector, which includes the following areas:
· developing an AI regulatory framework, building upon SAPs and guidance
· taking an active role to build capability within industry and ONR
· developing architectural approaches and a data strategy
· engaging with standards
We have updated the research programme to consider newer AI technology and further research on assuring AI/ML based systems and research performed in this project. A summary of the four suggested priority areas and their different phases can be found in ‎Appendix A.
We believe that the identified work areas established in ‎[1] remain valid, and this research has further defined what is required for each of these areas, though our assessment is that the nuclear industry is still in the early stages of Phase 1 for regulating and deploying AI/ML based systems.
[bookmark: _Toc64541524][bookmark: _Toc64554836][bookmark: _Toc64559193][bookmark: _Toc64636453][bookmark: _Toc65054816][bookmark: _Toc66953448][bookmark: _Toc68010313][bookmark: _Toc65057580][bookmark: _Toc73538056][bookmark: _Toc73548630][bookmark: _Ref213319880][bookmark: _Toc214443795][bookmark: _Toc215155973][bookmark: _Toc215157296][bookmark: _Toc219472189][bookmark: _Toc222465435][bookmark: _Toc223508404]Scoping and developing an AI regulatory framework
An important aspect of the route map is developing the regulatory framework for AI/ML systems ‎[1] and its alignment with the wide range of topics that need to be addressed, covering human factors, current regulatory practices, e.g., production excellence (PE) and Independent Confidence Building Measures (ICBMs), security and AI/ML data issues.
[bookmark: _Toc214443796][bookmark: _Toc215155974][bookmark: _Toc215157297][bookmark: _Toc219472190][bookmark: _Toc222465436][bookmark: _Toc223508405]AI/ML application review
It is important that the framework and route map for regulating AI/ML systems are reflective of the types of applications in which AI/ML systems are intended to be deployed in, both in the immediate and longer-term future. Each application will have a different operational context, benefits, risks and consequences of failures.
As noted in the taxonomy report ‎[2], there are a wide range of potential applications in which AI is currently being used, or where the use of AI has been proposed, including
· machine learning
· expert systems
· autonomous vehicles and robots
· computer vision
· generative AI and natural language
It is of our opinion that as part of the route map, more research is needed on the different use cases in which the nuclear industry is interested in deploying AI/ML systems. Therefore, a horizon scanning survey should be performed to identify immediate and near future use cases from licensees, manufacturers and AI/ML system suppliers. The tempo and appetite for developing and deploying AI/ML based systems within the nuclear industry should be established as part of the survey to determine the respective timescales.
This research is outside the scope of this project, but we believe it would be an important milestone on the route map to help scope the assurance framework and provide input into defining an industry-wide consensus on AI/ML principles as well as other key areas of the framework.
Furthermore, potential case studies and sandboxing opportunities may be identified during the survey to help validate the framework once it has been developed.
[bookmark: _Toc214443797][bookmark: _Toc215155975][bookmark: _Toc215157298][bookmark: _Toc219472191][bookmark: _Toc222465437][bookmark: _Toc223508406]AI/ML assurance principles
Currently, AI/ML standards are not mature enough to provide a solid foundation for assessing the suitability of deployed AMSs, though advances in standards have been made as highlighted in the taxonomy report ‎[3] summarised in Appendix A.
A core set of high-level principles need to be established for the UK nuclear industry to aid in the assessment of deploying an AMS or use of AI/ML in the safety lifecycle of plant systems, such as generation of evidence for safety cases or predicting maintenance of ageing plant systems.
Some of these principles will be driven from the requirements of the SAPs ‎[4], SyAPs ‎[5] and other regulatory TAGs ‎[6], whilst other will be from the need to deploy dependable and trustworthy AI/ML systems.
There are many examples of organisations and institutions providing principles (see ‎[7]–‎[14]), including EU ethics guidelines for trustworthy AI, UK Government principles, guidance from the Information Commissioner’s Office, and The IEEE Ethically Aligned Design. Their principles tend to fall into the following key categories:
· functional safety
· effectiveness
· security
· transparency/explainability
· fairness
· accountability
· privacy
· do no harm/innocuity
· human oversight
Consensus should be built for a specific set of principles for the nuclear industry to underpin the framework. The list should be based on the objectives for safety assurance of AI/ML within the nuclear industry and enable effective regulation of this type of technology.
We note that whilst many organisations have published principles for AI, e.g., “Safe AI”, “Trustworthy AI” or “Explainable AI” (see ‎[7]–‎[14]), there is very little discussion regarding how to apply them for assuring systems or devices containing AI/ML technologies, or how to incorporate them as part of a typical engineering development lifecycle. This may need further research based on the types of systems and applications expected by the UK nuclear industry.
For example, how much does “chain-of-thought” in deep learning models demonstrate the rationale for their decisions or the generated content made by these models, or whether this is more traceability and transparency rather than explanation.
The high-level objectives set out by principles are helpful, but to apply them in a structured way, they must be decomposed further into detailed guidance, identifying what evidence might be expected to support each one. 
Furthermore, meeting the principles will not guarantee that the system is effective, safe and secure; therefore, their role within a wider safety assurance case needs to be established. Similar to safety and security, following the principles should be considered as a fundamental part of the system lifecycle and not a bolt-on activity at the end to meet compliance with regulations.
The individual principles are not independent; often they support, or come into conflict, with one another. Often different stakeholders will be impacted by the principles in different ways. The context of the deployed AMS needs consideration and some of the principles may need to be applied at different levels of abstraction within the system.
The principles generally cover the novel AI/ML technologies and do not address properties that would normally be assessed when evaluating reliable computer-based systems. Some of these can be assessed in a similar way as they are for traditional systems, but some have novel challenges when applied to AI-based systems. So how they can effectively be deployed in a safety assurance case needs to be researched and approaches developed.
We therefore propose additional research around principles to develop a full framework:
· to turn the principles into claims, which can then be further decomposed into sub-claims, in order to identify what evidence may be required to demonstrate compliance against each one and how or whether evidence offered by vendors supports the principle set
· to identify where there are significant challenges in obtaining sufficient evidence to satisfy the claims
· to identify other areas, beyond the principles, that may be significant for evaluating a deployed AMS
[bookmark: _Toc214443798][bookmark: _Toc215155976][bookmark: _Toc215157299][bookmark: _Toc219472192][bookmark: _Toc222465438][bookmark: _Toc223508407]Risk modelling
The framework will need to explore the regulatory decision making that it supports, whether this is in terms of risk of the specific systems, where a broader view of benefits and disbenefits is needed, or whether there are alternative approaches to determine suitability based on recoverability and resilience.
The risk modelling that we propose in this section builds upon that in the trilateral regulators’ white paper on “Considerations for developing Artificial Intelligence systems in nuclear applications” ‎[2] and previous work performed in demonstrating trustworthiness in deployed AI/ML systems ‎[1]‎[3]. Some high-level categories are detailed in ‎[2] (see Figure 1. Categorising AI failure significance and AI autonomy), which relate the level of autonomy and impact of failures upon the safety functions of the system. We extend this modelling to cover other aspects related to autonomy and consequences of failure. However, we have ensured that AMSs could be mapped to these categories if ONR wished to use them as a basis for grading regulatory requirements for different types of AI/ML systems.
It is noted that AI/ML may be used in many different applications and contexts within the nuclear industry; this section tailors risk modelling towards deploying AMSs in the context of Control and Instrumentation (C&I) systems involved with plant operation. For example, severity would be linked to the consequences of failure of the AMS’s functions upon the wider C&I system and plant functions.
Furthermore, the risk modelling of this section does not cover the wider implications on safety culture for the use of AI. This is discussed further in the taxonomy report ‎[3] for topics around over reliance on AI/ML systems, and the potential for the slow gradual loss of safety skills and capability within the sector.
[bookmark: _Toc214443799][bookmark: _Toc215155977][bookmark: _Toc215157300][bookmark: _Toc219472193][bookmark: _Toc222465439][bookmark: _Toc223508408]Level of autonomy
It is clear that the level of autonomy given to the AMS greatly impacts the appropriate level of trustworthiness required in the deployed system, and that the role of human supervision can potentially limit the risk involved in deployment by restricting the authority of the AMS or cross-checking its output.
In Table 1, we model the proportionality of risk indexed for the different levels of autonomy (as defined in ‎[3]) to the C&I system safety functions. Note that this is not an absolute level of risk, which would need to consider the full details of severity and likelihood of hazardous events for the given application.
For example, an informative or advisory AMS could still pose a high level of risk if it had the potential to mislead plant operators for decisions relating to critical plant operations.
	
	Level of autonomy

	
	No action
	Action

	
	Informative
	Advisory
	Limited control
	Fully autonomous

	Proportionality of risk
	Low
	Low
	Medium
	High


[bookmark: _Ref212126679][bookmark: _Toc213848878][bookmark: _Toc215155993][bookmark: _Toc215157316][bookmark: _Toc219472182][bookmark: _Toc222465455][bookmark: _Toc223508424]Table 1: Risk of deployment compared to level of autonomy
We note that alternative frameworks for autonomy have been suggested, for example those which divide systems into Reactive (with a strict envelope of operation), Rules-based (where a combination of a model of the environment and regulations dictate behaviour) and Principle-based (which are able to perform even in unexpected situations).
We recommended that the framework should start with developing and trialling techniques for levels of autonomy up to “Limited control” before tackling fully autonomous systems.
[bookmark: _Toc214443800][bookmark: _Toc215155978][bookmark: _Toc215157301][bookmark: _Toc219472194][bookmark: _Toc222465440][bookmark: _Toc223508409]Consequence of failures
The safety-criticality dimension describes the overall contribution of the AI/ML component to the safety functions. It might be related to the safety classification of the function or categorisation of the equipment, the risk-based role of the system, or some combination of controllability and consequence. Other approaches might seek to combine the safety benefit of undertaking the project with the safety risks of not doing so.
The type of the application and safety-criticality of the functionality delivered by the AMS is one of the key driving factors for the severity of failures. However, there may only be high-level requirements directly implemented in the model itself, due to the data-driven learning approach; so the notion of failure is more difficult to define and could include unwanted inherent behaviours like hallucinations in generative AI algorithms. Here, we are considering failures at the AMS level and their impact on the wider system.
The indirect effects of failures on other C&I systems should also be considered, as if a non-safety AI/ML system is frequently failing or has a high false-positive rate, this may stress other plant systems or operators and increase risk. It will also undermine the confidence in reliability and the effectiveness of the deployed AI/ML system.
An additional element to consider, given the potential for complex failures of AI/ML algorithms, is how detectable the failures are to monitors and guards. These are categorised below:
· Detectable – failures easily detected by conventional monitors and guards or is an obvious failure to any human oversight. Likely that a failure would be noticed when the failure occurred or soon after.
· Undetectable – failures that are hard/impossible to detect by conventional monitors and guards, such as those that require an in-depth human analysis, or just undetectable since they are plausible but wrong (undistinguishable). In this case, it is likely that the failure would remain unnoticed for some time after it occurred until other C&I functions or plant systems start to become affected.
Human oversight can help detects some failures for AI/ML algorithms, so the role of any operator should be considered when determining the detectability of failures; however, some AI/ML algorithm failures will be opaque to an operator or undistinguishable, and therefore, it cannot be assumed that they will intervene. 
In Table 2 below, we summarise the severity (and required trustworthiness) of deploying an AI/ML system based on the consequences of its failure to safety functions and the difficulty involved with detecting failures of the AI/ML algorithm.
	
	Impact of failures on safety functions

	
	No impact on safety functions [non-safety]
	Minor impact on safety functions [safety-related]
	Significant impact on safety functions [safety critical]

	Algorithm failures detectable
	Low
	Low
	Medium

	Algorithm failures undetectable
	Low
	Medium
	High


[bookmark: _Ref212127610][bookmark: _Toc213848879][bookmark: _Toc215155994][bookmark: _Toc215157317][bookmark: _Toc219472183][bookmark: _Toc222465456][bookmark: _Toc223508425]Table 2: Risk of deployment compared against consequences of failures of AMS
The assurance challenge and risks are greater for subsystems that have higher safety-criticality when introducing AI/ML components, which means more confidence and trust in the AI/ML components and its monitors and guards would be required to justify the subsystem as a whole. In some safety-critical applications it may not be feasible to use AI/ML technologies given the risks involved.
In some cases, it may be difficult to determine the category in which AI/ML components belong to in Table 2, particularly if a full system hazard analysis has yet to be performed or the relationship between functions performed by the AI/ML component and the safety functions is not clear. A tangible argument for non-interference would need to be made for a deployed AI/ML system that claimed to have no impact on the safety functions.
We note that the frequency of failures has not been considered in Table 2, as this may be hard to determine for AI/ML algorithms. For example, it may be very difficult to quantitively estimate the likelihood for an out-of-distribution failure for an AI/ML algorithm. The likelihood of this type of failure may also change over time, for example, if the AI/ML algorithm is updated with further training data from operation; it may reduce the probability of this occurring.
Further research into addressing these issues and developing effective approaches to hazard analysis for AI/ML systems is required.
[bookmark: _Toc214443801][bookmark: _Toc215155979][bookmark: _Toc215157302][bookmark: _Toc219472195][bookmark: _Toc222465441][bookmark: _Toc223508410]Additional risk factors
There are other risk factors for the deployment of AI/ML systems that may increase risk (and level of assurance) or limit and reduce it:
· The controllability of failure and recovery by other systems or operators.
· Risks linked to the AI/ML principles (e.g., explainability) and the type of AI/ML algorithm.
· The level at which an incorrect output can be tolerated by the system. It is almost certain that there will be cases in which the AMS provides an incorrect output or “hallucinates” (i.e., generates false content based upon no underlying facts). These could be modelled as new sources of systematic faults within the system.
· Types of risks linked to AI component properties (e.g., failure detection is linked to the algorithm/model selected and complexity of the output) and AMS architecture.
· Additional risks novel to AI/ML systems, such as, data sets, learning type (supervised, reinforcement, unsupervised, etc.) and updates required to models.
· Human factors and sociotechnical aspects – overreliance and second guessing, reduction in situational awareness and ability to respond to AI/ML failures.
[bookmark: _Ref213319914][bookmark: _Toc214443802][bookmark: _Toc215155980][bookmark: _Toc215157303][bookmark: _Toc219472196][bookmark: _Toc222465442][bookmark: _Toc223508411]Different stages of deployment for the framework
Research should be performed across each of the categories in Section ‎4 simultaneously, as there are many cross-cutting assurance themes (identified as part of the route map), such as 
· development of evidence generation and analysis techniques for safety cases, and safety case methodologies
· use of operating experience
· human factors, security, understanding and data issues
· fitting into established approaches for safety demonstration
Each case has unique challenges and characteristics that affect deployed AI/ML systems that fall within it. We do not believe discrete levels should be used when categorising the assurance challenge of AI/ML systems, given that the assurance challenge becomes increasingly dependent on the nature of the AI/ML and how amenable it is to being understood, explaining its behaviour, and verification and validation. Furthermore, given that the research into safety-critical AI/ML is a fast-moving field, what may be a considerable challenge by today’s assurance techniques may not be so in the future.
It is expected that the overarching framework will continue to evolve and mature as research progresses. We expect this to be an iterative approach as the framework is updated from further research and any identified case studies.
We propose a phased approach for the deployment of the technology so that cases with simpler, less critical systems can be prioritised and deployed first to limit the risk of using novel AI/ML technologies. This will also allow for lessons learnt and experience gained to be captured within the framework to improve, and over time progressively work with more complex and safety-critical systems.
The different stages could be used to shape industry expectations for where they should consider AI/ML systems first and profile ONR capabilities in assessing AI/ML systems of different levels of assurance challenge.
[bookmark: _Toc214443803][bookmark: _Toc215155981][bookmark: _Toc215157304][bookmark: _Toc219472197][bookmark: _Toc222465443][bookmark: _Toc223508412]AI/ML systems that pose minimal safety risk
The first profile of AI/ML systems that could be considered are ones that pose no/minimal direct impact on the C&I system’s safety functions or at a plant level.
Here, AI/ML components within systems either do not perform safety functions, or the AI/ML element is constrained to not impact with the systems safety functions (i.e., a level of non-interference can be claimed). Therefore, the criticality of the AI’s behaviour is significantly bounded, and the direct impact of failures is very limited from a safety perspective.
However, there will be non-trivial impacts to system safety even if not direct such as, loss of skills, changes to human factors and safety culture implications; all of which need long-term consideration. AI/ML may also be used in the design and development phases where decisions could have consequences that directly impact operation, so significant impact is possible if outputs are not checked and verified (e.g., AI-generated software or hardware design).
Some examples of AI/ML systems that could fall into this category include
· AI/ML algorithms for preventative maintenance predictions – to proactively replace/service parts to reduce and avoid unscheduled downtime of a subsystem. This has the potential benefit to improve and optimise subsystem maintenance and reduce failures.
· Alarm/key data pooling or bringing the attention of a particular alerts to the operator – intelligent alert or alarm system (similar in principle to those used in cybersecurity intrusion detection).
· LLM chat-style application to assist operators or system designers, such as use within assurance process itself – to “analyse” or “generate” safety artefacts.
[bookmark: _Toc214443804][bookmark: _Toc215155982][bookmark: _Toc215157305][bookmark: _Toc219472198][bookmark: _Toc222465444][bookmark: _Toc223508413]Focus for route map assurance research
For AI/ML systems to fall into this category, it is crucial that the safety assurance case makes a solid argument around the independence of failures between the deployed AI/ML component and the safe operation of the wider system, and therefore, there must be good understanding around the impact of failures and demonstration of non-interference. The assurance research will need to take particular focus on
· considerations for demonstrating non-interference of the AI/ML algorithm with the safety functions and the wider system
· expanding system modelling and system hazard analysis techniques for AI/ML components:
· applying research on the application of hazard analysis techniques to AI/ML enabled systems
· identifying a set of typical failure causes and controls in AI systems
· how existing approaches may need to be adapted for novel AI/ML failure modes, e.g., around data or handling of failures in AI/ML decision making
· we recommend that a theoretical system hazard analysis exercise be performed as part of this stage
· human factors and sociotechnical aspects for informational and advisal AMSs
· building confidence in the effectiveness of the AI/ML component to support the non-interference claim that AI/ML failures do not cause undue stress on the safety system
· some focus on the differences for AI/ML deployed local or remotely, as data processing for intensive models may be hosted in remote cloud infrastructure
· justifying the adequacy of data sets used for training, and the verification and validation of AI/ML models
· effectively collecting operating experience to “fine-tune” the AI/ML component to the operating environment and what can be claimed, and the challenges of using operating experience with AI/ML components
· research on longer-term issues relating to the integration of AI/ML into broader work practices and safety capability drift over time
· role of AI in generation or analysis of design artefacts, software or assurance materials
[bookmark: _Toc214443805][bookmark: _Toc215155983][bookmark: _Toc215157306][bookmark: _Toc219472199][bookmark: _Toc222465445][bookmark: _Toc223508414]AI/ML systems that pose a safety-related risk but can be acceptably bounded by the wider system and deployment context
This category comprises components that perform safety-related functions with AI/ML algorithms, that are amenable to comprehensive safety monitoring (through guards and monitors). This would be in cases of relatively closed, more predictable operating environments or AI/ML components which have simpler output behaviour.
In this case, there is a high confidence that failures can be mitigated by monitors and guards performing a successful safety intervention, given that the AI/ML component is performing functions related to safety or requires a modest integrity claim on reliability.
Possible examples of applications of AI/ML in this category include
· AI/ML component that has limited control over outputs with hard limits (guards) used to acceptably constrain the behaviour of the AI/ML component and limit the safety impact, and other traditional components (monitors) can verify decisions and detect the majority of failures.
· AI/ML tripping function with a conventional system or operator intervention backup. False positives will cause a system outage, and therefore, tripping function needs some level of assurance based on reliability required for it to be effective.
[bookmark: _Toc214443806][bookmark: _Toc215155984][bookmark: _Toc215157307][bookmark: _Toc219472200][bookmark: _Toc222465446][bookmark: _Toc223508415]Focus for route map assurance research
The assurance research for this case should focus on the need to specifically build confidence in the reliability AI/ML model deployed in the application:
· addressing issues surrounding the suitability for the intended application (deployment issues and principles related to this)
· developing good practice for the development of the AI/ML algorithm/model (development processes, data set principles and correctness of supporting software)
· understanding, documenting limitations relating to unexpected/unwanted behaviours
· interactions with the wider system (human factors and communication)
· claims around continuing to be safe during its lifecycle
· architectural approaches to deployment and ensembles of AI/ML algorithms and models
Research previously mentioned should also be expanded to consider the different context of use.
· continue to expand system modelling and system hazard analysis techniques for AI/ML components
· consider the monitor and guard architectures – how much risk reduction can be achieved
· assumptions around any human factors for risk mitigation (e.g., plausible but wrong cases)
· new risks for operators performing unsafe actions based on overreliance on AI/ML outputs
· building assurance and demonstrating effectiveness of the AI/ML component
· research into deploying and techniques for meeting the framework principles
· impact upon traditional engineering techniques for reliability
· verification and validation of the deployed system
· human factors and sociotechnical aspect for AMSs with limited control over outputs
This work will need to include an investigation of relevant human factors evaluation approaches, and relevant good practice in this area, as systems in this category are likely to have some form of human supervision or interaction.
Techniques and guidelines for the sound development and use of AI/ML need to be established. This will need to be an industry-driven activity with the goal of building consensus in the absence of strong established international standards.
[bookmark: _Toc214443807][bookmark: _Toc215155985][bookmark: _Toc215157308][bookmark: _Toc219472201][bookmark: _Toc222465447][bookmark: _Toc223508416]AI/ML systems that pose some safety-related risk and are difficult to bound by the wider system and deployment context
This category consists of components with AI/ML where correct behaviour/stress cannot be easily or fully monitored, but the consequences of failure are sufficiently low that this is tolerable, for example, the existence of a safe state upon failure. This would include both the consequences of failure as well as the recovery, or resilience of the system.
The correctness of the behaviour of the AI/ML algorithm may not be realistically monitored by conventional technology or by non-AI/ML subsystems. For example, behavioural monitors may be performed by other AI/ML algorithms (simpler and human-explainable, i.e., AI/ML that we can build more trust and assurance in) that have the power of veto for any safety-related outputs.
Possible examples of applications of AI/ML in this category include
· fully autonomous AI/ML with a safe state: asymmetric ensemble of models with the main model focused towards learning performance (e.g., a deep neural net) with output decisions cross-checked for safety by a decision tree or rules-based methods
· applications where human oversight is limited and failures of the AI/ML component are hard to detect
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For this case assurance research could take particular focus on
· feasibility of AI/ML behavioural monitors and the deployment of ensemble architectures
· human factors in cases where oversight of decisions is limited
· continue to expand system modelling and system hazard analysis techniques for more complex AI/ML architectures, e.g., ensembles
· building further assurance in the AI/ML algorithm and its data and development
· the impact of doubt/uncertainty on claimed dependability in an ALARP argument ‎[15]‎[16]
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This case would cover AI/ML safety-critical components whose failure would have a significant impact on safety functions, but whose deployment in the application is justified on the basis of a risk/de-risk argument and the use of AI/ML technologies is ALARP.
The research here would focus on restrictions in how AI/ML algorithms can be designed, developed and deployed in a reliable way to limit the safety risk and provide the necessary level of trustworthiness. For example, not allowing fully autonomous AI/ML without effective human supervision.
The assurance challenge in this case becomes increasingly dependent on the nature of the AI/ML and how amenable it is to being understood, explaining its behaviour, and verification and validation. Current assurance techniques are still immature in these areas, which may limit the types of AI/ML algorithms that are justifiable in this case, geared towards models that are more human-explainable over learning performance.
Research would need to investigate what can realistically be achieved by assurance techniques that can reasonably mitigate the safety risk for deploying safety-critical AI/ML systems, and attempt to balance the conflict between the consequence and impact of failures being unacceptable, and the restrictions on how the technology is used being too strict that it loses any benefits over conventional components.
A certain level of expected incorrect behaviour would need to be acceptable or tolerated by the system in order to gain the benefits of using an AI/ML based technology.
Gaps need to be identified for different aspects of the safety assurance case, including any issues with deploying existing safety and hazard analysis techniques.
Further research could investigate and analyse different AI/ML algorithms and their deployment. This could be as theoretical or sandboxed case studies using the framework to inform the research as well as the role of AI/ML-based techniques in supporting assurance.
[bookmark: _Ref213319971][bookmark: _Toc214443810][bookmark: _Toc215155988][bookmark: _Toc215157311][bookmark: _Toc219472204][bookmark: _Toc222465450][bookmark: _Toc223508419]Summary
This document has reviewed and updated the route map work programme ‎[1] (see ‎Appendix A) for developing a framework for regulating AI/ML systems within the UK civil nuclear sector.
This route map identifies our suggested key priority areas of future research alongside the taxonomy report ‎[3] that will need to be carried out in future phases of research or by the UK nuclear industry and the wider AI community.
1. Exploration of different use cases in which the nuclear industry is interested in deploying AI/ML systems. Therefore, a horizon scanning survey should be performed to identify immediate and near future use cases from licensees, manufacturers and AI/ML system suppliers.
2. Development of a set of principles that enable an AI/ML assurance framework. In particular, research should focus on defining an overarching set of AI/ML assurance principles for the UK nuclear industry.
3. Any AI assurance framework should start with developing and trialling techniques for levels of autonomy up to “Limited control” before tackling fully autonomous systems.
4. Gain a more detailed understanding of the risk associated with AI system changes over time and the required approaches to manage this risk.
5. Develop a better understanding of the requirements for safety monitoring approaches in autonomous AI systems.
6. Develop a more detailed understanding of the AMS requirements for enabling human operators to detect AI-related error beyond explainability and through applying human factors approaches.
7. Establish a broad base of AMS and AI pathologies and related guidewords that could be used to guide the hazard analysis proposed in this report.
8. Define explainability within the context of AI applications for nuclear operations.
9. Define the competences and the overall required behaviours and mindset of human operators when using AI applications.
10. Develop a more detailed understanding of how to manage the risks associated with learning data, particularly in the long term.
11. Develop a more detailed understanding of the limitations of testing of AI systems and consider alternative assurance approaches.
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	AI
	Artificial Intelligence

	ALARP
	As Low As Reasonably Practicable

	AMS
	AI Modulated System

	C&I
	Control and Instrumentation

	ICBM
	Independent Confidence Building Measures

	ML
	Machine Learning

	ONR
	Office for Nuclear Regulation

	PE
	Production Excellence

	SAP
	Safety Assessment Principle

	SyAP
	Security Assessment Principle

	TAG
	Technical Assessment Guide

	V&V
	Verification and Validation
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In this section, we highlight priority areas of a research programme that form a route map for ensuring the effective regulation and deployment for AI/ML systems within the nuclear industry. The route map was initially created in ‎[1]. Specifically, we recommend the four areas of focus:
· Developing an AI regulatory framework, building upon SAPs and guidance
· Clarify the role and types of technologies used in AI/ML systems via taxonomies and automation levels.
· Consider interpretations and changes to the SAPs (discussed in Section 3) to address human factors, PE/ICBMs, security, understanding and data issues. This may require nuclear industry-specific research to address.
· Consider more fine-grained use of claims, arguments, evidence as well as property-based approaches to assurance to replace PE/ICBMs.
· Taking an active role to build capability within industry and ONR
· By taking an active lead in research, trials and benchmarking, ONR can help build systems and safety cases that fit the needs of the UK nuclear sector. 
· Research streams include data, human factors and sociotechnical systems, computer architectures, hazard analysis, security-informed safety, and confidence building technologies.
· Developing architectural approaches and a data strategy
· Develop additions to the SAPs to address the role of data and its evaluation.
· Identification and development of analysis techniques for assessing data properties and provenance.
· Research the role of architecture and data and their impact on safety justification and risk e.g., defence in depth, diversity, and risk control hierarchy.
· Engaging with standards
· Engage in a focused manner with the standardisation process.
The route map defines three phases for each research area: 
Phase 1: immediate (1-2 years) research priorities to identify the gaps and challenges for deploying AI/ML based systems.
Phase 2: short-term (1-5 years) tactical response to address deployment issues for first AI/ML based systems.
Phase 3: long-term (3-10 years) strategic response to address more complex AI/ML based systems and to establish a mature approach.
However, we note that the tempo and timescales will be set by the appetite for the use of AI/ML based systems within the UK nuclear industry and the speed in which research can be performed. 










	
	Phase 1
	Phase 2
	Phase 3

	[bookmark: _Hlk212796831]Regulator capability and framework
	Research and development of an AI/ML regulatory framework to update SAPs and guidance, including rationale.
Explore regulatory approaches to risk control that take into account trade-offs between benefits and risks, in the face of uncertainty.
Explore industry appetite and different application context for the use of AI/ML within the nuclear industry.
	Update the SAPs and supporting guidance.
The first systems with AI/ML components accepted for low integrity applications.
	Critical and co-operative systems justifiable, e.g., AI/ML-based systems in control rooms.
Use of generalised AI tools justifiable.

	Capability
(analysis techniques and evidence generation)
	Research and development of evidence generation and analysis techniques for safety cases, and safety case methodologies.
Establish data collection techniques to make best use of operating experience to inform safety cases.
	Techniques for assuring algorithm supply chains are established.
Deployment of evidence generation and analysis techniques on real examples.
Approaches to assess algorithms in silicon established.
	Scale increased, criticality increased, cost reduced.

	Data and architectural approaches
	Research impact of architecture and system analysis for AI/ML systems and associated data, e.g., role of monitor architectures, defence in depth and diversity.
Understand the role of the hierarchy of risk controls in the AI/ML context.
Research into hazard analysis for AI/ML systems to address novel failure modes and mitigations
Research into the human factors for address issues around the human-AI interface and the roles and responsibilities.
Research initiated on auditability of data, data security and priorities for nuclear industry.
	Techniques for low criticality AI/ML systems developed and trialled in nuclear context.
Techniques for assessing data properties, supply chains and safety developed and trialled in nuclear context.
System architectures and associated analysis techniques established.
	Scale increased, criticality increased, cost reduced.
More reuse and revalidation of data.

	Standards
	Routes for validation of standards addressed.
Gaps in standards addressed, premature standards discouraged.
Focus on development of relevant good practice in the development and use of AI/ML until standards mature.
Establish core AI/ML principles for nuclear industry.
	Role and utility of emerging standards assessed.
Cross-sector experience captured and evaluated.
Consensus built for guidance developed on standards interpretation and use.
	Standards validation and impact assessed.
Standards for generalised platforms initiated.

	Potential blockers
	Slow pace of change in regulation.
Real world compromises of embedded AI/ML systems.
Proliferation of poor standards and poor practice due to lack of documented guidance for good practice.
Difficulties in initiating a long-term well-resourced strategy.
	AI/ML research not focused on embedded system safety.
Incidents (e.g., involving autonomous systems) eroding confidence in AI/ML.
Resource and expert scarcity.
Threat actors making increased use of AI/ML tools.
Lack of licensee confidence and competence in AI/ML technology.
Lack of manufacturer competence in developing AI/ML systems.
Lack of consensus on good practice and use of emerging standards.
	Low public acceptance of AI/ML safety.
Complexity of legal and liability issues for licensees.
Cost to develop and assure AI/ML systems compared to conventional technology.
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