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	Characterisation of safety of AI technologies and AI framework
Summary
This report provides a characterisation of AI applications for use within nuclear operations, identifying potential benefits, challenges and approaches for dealing with uncertainty associated with AI systems. The purpose of this document is to consider how UK nuclear regulation could safely enable the application of AI and machine learning (ML) applications in operations affecting nuclear material. The report also highlights areas for future research, and proposes a route map for a successful adoption of AI in the near future.

	Artificial Intelligence (A) has a huge potential to improve the safety and efficiency of current and future nuclear plants and facilities through application of technologies, such as real-time analytics of large amounts of data (e.g. for preventative maintenance), autonomous vehicles (e.g., for the clean-up of decommissioned sites), augmented intelligence (e.g., to support an operator during error and fault recovery), or automation of simple day-to-day operational tasks.
However, the nature of AI applications poses significant challenges in the assurance of systems utilising AI within a nuclear context; current AI applications are characterised by a general lack of specification of expected behaviour and an opaque underlying decision-making process which in turn make hazard analysis very difficult, while there are limitations as to what testing can pragmatically achieve given its black-box nature and its under-specification. Furthermore, AI introduces new challenges in Human-Computer-Interaction (Human-AI-Interaction), where human operators may be required to act as intelligent supervisors to be able to diagnose AI pathologies and their symptoms as they emerge, in order to counteract some of the risks associated with AI autonomy.
This report recommends taking a Systems approach to AI (and to consider the entire AI Modulated System (AMS) before focusing hazard analysis on the AI component itself), and employing Human Factors approaches to enable operators to build appropriate trust on AI applications. We consider a number of key assurance challenges and focus on the technology characteristics that impede adoption.
This report also identifies key areas of research that need to be addressed as part of an overall route map for AI adoption. Several of these areas for future research concern the wider AI industry and not just the nuclear sector, given the relatively low level of maturity of AI technology overall. These future research areas form part of a wider route map for the regulation and deployment of AI within the UK civil nuclear sector ‎[1].
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[bookmark: _Toc206783056][bookmark: _Toc215229331][bookmark: _Toc215229596][bookmark: _Toc219470932][bookmark: _Toc222463988][bookmark: _Toc223508087]Introduction
Artificial Intelligence (AI) technologies are becoming increasingly capable, leading to their widespread deployment in a variety of applications. These developments have seen much interest and active research into the development of AI for safety-critical sectors such as medicine, transport and the nuclear industry. Within the nuclear industry, AI can potentially bring about solutions to many long-standing challenges, offering a number of benefits in areas like data analysis, predictive modelling, and in real-time decision-making or autonomous control. However, the integration of AI into nuclear applications can also introduce new and significant technical, ethical, organisational and eventually safety challenges for nuclear sites and systems.  This requires an appropriate regulatory framework that will facilitate the uptake of innovative solutions.
This document provides a characterisation of AI applications, identifying potential benefits, challenges and approaches for dealing with uncertainty associated with AI. The intention is to outline and the key challenges to the assurance of AI-based systems that must be addressed, together with some potential approaches based on assuring the wider sociotechnical system in those cases where the reliability uncertainties of AI can be accepted or accommodated. This report also highlights areas where more research is needed; these provide input to the AI route map document ‎[1] also produced by this project.
[bookmark: _Toc206488138][bookmark: _Toc206488395][bookmark: _Toc206783057][bookmark: _Toc215229332][bookmark: _Toc215229597][bookmark: _Toc219470933][bookmark: _Toc222463989][bookmark: _Toc223508088][bookmark: _Ref193881122]Existing regulation and previous work
The regulatory and policy landscape for AI is still emerging, although a number of national and international standards concerning the development and deployment of AI have been published in the past year (see ‎Appendix A for an overview of key recent standards and publications).
In the UK nuclear sector, the ONR and other stakeholders (such as the Environment Agency) are performing a number of activities including engaging with industry and academia to develop a regulatory approach that will support AI innovation and safe and ethical AI use:
· In 2020, Adelard performed an extensive review of existing UK nuclear regulation with respect to the impact of AI/ML systems. The project report ‎[2] provides
· a survey of the AI application landscape and its challenges in assurance 
· an analysis of the SAPs and where AI/ML systems might be disruptive 
· a recommended set of activities for ONR to take on a leadership role in AI/ML regulation 
· a route map for AI/ML assurance 
· In 2023, ONR and CINIF funded and supported research aiming to explore the use of AI in a regulatory sandbox ‎[3]. Adelard supported the project, developing example safety, security and environment cases identifying challenging aspects of assurance for the case study systems.
· In April 2024, ONR published a white paper ‎[4] that outlines the ONR’s strategic approach to AI in response to the Government’s AI regulation white paper, which regulators are expected to adopt then apply to AI within their remit.
· In September 2024, the ONR, in conjunction with the Canadian Nuclear Safety Commission (CNSC) and the United States Nuclear Regulatory Commission (US NRC), published a trilateral white paper ‎[5] that sets out a number of considerations for developing artificial intelligence systems in nuclear applications.
Internationally, the IAEA published a summary of the then-current state of the art in 2022 ‎[6], outlining both challenges and opportunities for the use of AI in nuclear applications. The US NRC has also set out its strategic plan for regulating AI in ‎[7].
Beyond nuclear, the automotive industry has seen significant interest in the use of AI, and sector specific guidance on safety and AI has been published in ‎[8]. More broadly, a recent report from the IET on the application of AI in functional safety ‎[9] identified several key topics that should be considered as part of the assurance of systems incorporating AI. The Alan Turing Institute has also identified several key risks to the safety and security of AI, and corresponding assurance activities, in ‎[10].
[bookmark: _Ref206503288][bookmark: _Toc206783058][bookmark: _Toc215229333][bookmark: _Toc215229598][bookmark: _Toc219470934][bookmark: _Toc222463990][bookmark: _Toc223508089]Aims of this report
The aim of this project is to consider how UK nuclear regulation can safely enable the application of artificial intelligence and machine learning (AI/ML) applications in operations affecting nuclear material. This builds on the work Adelard previously carried out for the ONR assessing the impact of AI/ML on existing nuclear regulation ‎[11].
This project has three objectives:
· characterising AI systems and applications, and developing a framework for evaluating them
· developing approaches to building and assessing confidence in AI systems
· developing a route map for regulating enabling AI technologies
This document provides a characterisation of AI applications and considers their applicability across the plant lifecycle, identifying potential benefits, challenges and approaches for dealing with uncertainty associated with AI systems. The intention is to outline and present the key assurance challenges to be addressed by the assurance of AI-based systems, together with some potential approaches based on assuring the wider sociotechnical system in those cases where the reliability problems of AI can be accepted or accommodated. This project also revisits the research route map, developed during our earlier project ‎[2], to update it in light of the latest developments in AI and the contents of this report.
This document is structured as follows: Section ‎2 provides an overview of relevant AI technology, including the different types of AI that are available, their applications both within and beyond the nuclear industry, and the difficulties in assuring these. We describe a high-level system model for the deployment of AI in Section ‎3, including highlighting the importance of including the different roles of humans in the development and use of the AI system. Section ‎4 provides a characterisation of AI applications, in terms of the benefits it can provide, the risks it introduces and the means to mitigate these. Aspects of the AI technology and its development that may affect the feasibility of justification are discussed in Section ‎5.
[bookmark: _Ref206513975][bookmark: _Toc206783059][bookmark: _Toc215229334][bookmark: _Toc215229599][bookmark: _Toc219470935][bookmark: _Toc222463991][bookmark: _Toc223508090]AI technology
This section first summarises the landscape of AI/ML technology, before discussing the assurance challenges it brings.
[bookmark: _Toc206783060][bookmark: _Toc215229335][bookmark: _Toc215229600][bookmark: _Toc219470936][bookmark: _Toc222463992][bookmark: _Toc223508091]AI/ML landscape
[bookmark: _Toc206783061][bookmark: _Toc215229336][bookmark: _Toc215229601][bookmark: _Toc219470937][bookmark: _Toc222463993][bookmark: _Toc223508092]What is artificial intelligence and machine learning?
Artificial Intelligence (AI) refers to the development and application of computer systems capable of performing tasks that typically require human intelligence, such as reasoning, learning, decision-making, and perception. The activities that are considered ‘intelligent’ may change over time as machines become increasingly capable. They typically perceive their environment and perform complex reasoning to establish the optimal way to meet their goals. Modern AI technologies include speech recognition, self-driving cars and Large Language Models (LLMs) (often deployed as chatbots). These intelligence effects can be driven by a range of computational methods; possibly the most powerful approach is that of machine learning, in which a computer algorithm is able to improve its performance through data-driven “experience” – for example, via a training data set, or by real-time learning during operation.
AI has historically been separated into two main domains – symbolic and non-symbolic systems. Symbolic systems are those curated by humans, such as expert systems or decision trees, built from a representation of a cognitive system and the intrinsic rules that govern its behaviour. Non-symbolic systems are typically those that are based on learning algorithms and are trained on large data sets, ranging from simple statistical methods such as linear regression, up to very large self-organised models trained on incredibly large data sets for the purpose of content classification and generation.
Within the non-symbolic category of AI, Machine Learning (ML) is a broad term covering many different methods of generating a computer algorithm to provide predictions or decisions, using selected training data and adaptation. It is ML that underpins many of the most significant recent advances in AI. Typical examples include image classifiers, which filter image data and predict location and type of objects in an image using a neural network; data mining, which looks for trends and patterns in large data sets; and LLMs, which are tailored for handling natural language and able to generate text or images in response to prompts from users. ML technologies can range from probabilistic Bayesian inference to artificial deep learning neural networks. Typically, there is a training or learning phase where existing data is used to derive a trained model (or model), the goal of which is to be able to respond or classify data that is not seen during training.
ML is expected to be the AI technology behind the majority of the AI systems that might be deployed in the nuclear industry in the near future. However, ML is a broad term and the adaptation of the model based on the training data can be implemented in a variety of ways. Below, we identify some key characteristics of ML algorithms that may have a significant effect on the approach taken to the assurance of any system containing such an algorithm.
[bookmark: _Ref206703575]Model training paradigms
ML generally requires large amounts of training data to converge on a solution – the training process that derives the model. This training data should be representative of the deployment task of the ML in terms of the types and population densities of those types. Training data may be tightly curated for ground truth, such as labelled images with bounding boxes used to train a system for computer vision, or more loosely managed, such as partially populated decision trees or data generated via randomised simulations.
Broadly speaking there are three types of ML in terms of differences of the learning/training process used to derive the trained model[footnoteRef:2]: [2:  Supervised and unsupervised learning can be used together in semi-supervised learning, in which the ML is first trained using a labelled dataset, and then further trained on a (typically much larger) unlabelled dataset.] 

· supervised learning – each input in the training data is labelled with the expected output
· unsupervised learning – training data is not labelled with the expected output or otherwise ordered
· reinforcement learning – the ML is given an end goal in the form of a reward function, and must come up with a solution that optimises this reward function
As well as training data, validation data may be used during training to check current performance and is often sampled from the training data. Completely independent test data is typically used to assess performance. The test data should represent the items of concern and may have different population profiles than the training/validation data. Other forms of testing include simulations, ranging from fully virtualised settings and environments to in-situ real-life testing, and combinations thereof.
[bookmark: _Ref206409860]Continuous learning and pre-trained systems
In terms of training, ML systems are usually deployed in one of two ways:
· as a continuously learning system in which data encountered during operation serves to continuously update the ML algorithm
· as a pre-trained system, in which the learning takes place once only, before deployment, and the algorithm does not develop during operation
Continuous learning has the benefit of allowing systems to adapt to new or novel surroundings more easily and respond to operator feedback to improve performance; this is particularly beneficial in applications where the input data or its distribution may change slowly over time. However, continuous learning comes with significant additional assurance burdens, as the behaviour of the system can change over time; assurance of such systems must demonstrate that all possible changes of system behaviour are safe. This is likely to be infeasible in most cases and therefore in this report, we assume the use of pre-trained systems, except where otherwise stated.
[bookmark: _Toc206783062][bookmark: _Toc215229337][bookmark: _Toc215229602][bookmark: _Toc219470938][bookmark: _Toc222463994][bookmark: _Toc223508093]Uses of AI
[bookmark: _Hlk212035046]There are a wide range of potential applications in which AI is currently being used, or where the use of AI has been proposed. A full discussion of the different types is beyond the scope of this report. However, we have identified below some categories of application that are particularly prominent, or that may be of interest in the nuclear sector.
· [bookmark: _Hlk212035158]Generative AI uses a large dataset to learn the structure of a dataset, and then produces new data based on prompts or other input from a user. LLMs such as ChatGPT ‎[12] or Microsoft Copilot ‎[13] are some of the most widely adopted examples of generative AI, and in many cases are able to receive user inputs and produce output data in multiple formats, including text and images. In the nuclear industry, applications may range from summarising plant data for operators in response to queries, to the generation of safety cases or other documentation important to safety ‎[14]. Of particular concern in the context of computer-based systems is the potential for generative AI to be used to write and test software; it is likely that COTS products will increasingly contain code written by LLMs.
· [bookmark: _Hlk212035147]Computer vision refers to a range of applications of AI for the analysis of images and video. This can include classifying images, event detection, and recognising, locating or tracking objects. In the nuclear context, applications of computer vision might include anomaly detection in inspection data, access control and intrusion detection.
· [bookmark: _Hlk212035120]Expert systems, e.g., augmented intelligence and decision intelligence systems to support operators with decision making or taking control of simple operational tasks to reduce the load on the operator.
· [bookmark: _Hlk212035135]Autonomous vehicles and robots combine sensor data with a model of their environment to navigate autonomously and perform tasks. Example applications in the nuclear industry could include autonomous vehicles for transport of nuclear material around a site, or intelligent robots to help the clean-up of decommissioned sites or entering areas at high risk for humans to perform tasks. 
· [bookmark: _Hlk212035108]Machine learning can be used to implement many of the above applications but can also be deployed more widely to make inferences or predictions based on large data sets. For example, ML might be used in the nuclear industry to predict when maintenance is required on particular components, to determine when systems may be on the edge before failing, or to optimise certain control parameters during operation.
A detailed review of proposed applications of AI in nuclear power plants can be found in ‎[15]. While these applications do include the use of AI during operation, many proposed applications focus on other stages of the plant lifecycle such as design ‎[16] and maintenance, where it may be more feasible to verify the output of the AI before it is used.
This report recommends that the following topic is addressed by future research:
Research 01. [bookmark: _Ref214971113]Exploration of different use cases in which the nuclear industry is interested in deploying AI/ML systems. Therefore, a horizon scanning survey should be performed to identify immediate and near future use cases from licensees, manufacturers and AI/ML system suppliers.
[bookmark: _Ref206505018][bookmark: _Ref206505298][bookmark: _Ref206505897][bookmark: _Ref206510651][bookmark: _Toc206783063][bookmark: _Toc215229338][bookmark: _Toc215229603][bookmark: _Toc219470939][bookmark: _Toc222463995][bookmark: _Toc223508094]AI assurance challenges
While AI is implemented in software, there are a number of differences between AI systems and conventional software-based systems that will have an impact on the assurance of AI systems for use in dependable systems. These differences can be seen throughout the lifecycle, from the definition of requirements through to testing, commissioning and deployment. Below, we highlight those that we consider to be most significant in terms of their impact on either the development or assurance of systems incorporating AI, and the confidence that can be achieved in them.
[bookmark: _Ref206505719][bookmark: _Ref206505978][bookmark: _Ref206506952][bookmark: _Toc206783064][bookmark: _Toc215229339][bookmark: _Toc215229604][bookmark: _Toc219470940][bookmark: _Toc222463996][bookmark: _Toc223508095]Data-driven behaviour
A key property that distinguishes AI from conventional systems is that the behaviour of AI systems is largely determined by data. This dependence on data spans the entire lifecycle, from specification of the system requirements, through to determining the behaviour of the produced system. In each case, this data-driven behaviour introduces uncertainty that presents a challenge for any assurance of the AI system.
[bookmark: _Ref206504568]Lack of complete requirements for behaviour
Assurance for traditional systems focuses on demonstrating that the system will always behave in the “correct” way, i.e., function as specified, or fail safe. Inherent in this approach is the assumption that there is a complete requirements specification for the system, describing the expected behaviour of the system on any input or sequence of inputs.
AI systems are typically required to respond to complex and diverse inputs to perform sophisticated tasks that would otherwise be expected to be performed by a human. In particular, AI systems are often deployed for tasks that may be subjective or require human judgement, e.g., object recognition, and so there may not be a single objectively correct behaviour for each input, or this behaviour might not be precisely known, e.g., in the case of complex optimisation tasks. Indeed, if it were possible to provide a deterministic means of identifying the expected behaviour of the system for all possible inputs, it is likely that this functionality could be implemented without the use of AI. It is therefore often not possible to provide a complete specification of the behaviour of an AI component on every possible input, and hence also not possible to identify every possible failure of the AI component.
The required functionality of AI systems is therefore typically described at a relatively high level, e.g., a requirement to identify humans within an image. Training data is then produced consisting of inputs and, for supervised learning, corresponding outputs, that meet these requirements. Ultimately, it is this training data that is used to drive the behaviour of the AI system, and the training data therefore provides the specification of the AI system.
It is a significant challenge to ensure that the training data correctly represents the system requirements (see Section ‎5.5), and it is likely that there will be inconsistencies between the requirements as described and understood by the system designer and the specification as represented by the training data. Such inconsistencies are a significant challenge in justifying that the behaviour of the AI component is understood and meets the system requirements.
Lack of direct correspondence between design intent and behaviour
Conventional software assurance is built on the premise that failures are systematic, and that an engineering design lifecycle can reliably embed design intent into system design and implementation. A significant focus of assurance is therefore in preventing the introduction of faults during the lifecycle, and detecting and eliminating any faults that are present. Implicit in this approach are the assumptions that
· the system design artefacts themselves are discernible and visible, allowing an understanding of how design choices within them will impact behaviour
· through peer review and intentional engineering design, system behaviour can be inspected, traced, verified and validated
· sufficient analysis and testing of the system architecture and individual components of the system can identify all faults
· identified faults can be eliminated or otherwise mitigated
In principle, failures of AI components are also systematic (although this may not be entirely true for continuously learning systems, for example if the behaviour of the system changes following an update). However, in practice it is difficult to precisely characterise the inputs that could lead to failure – a systematic analysis is essentially impossible – and so it is more practical to treat failures of the AI component as stochastic. While assurance of systems that fail randomly is well understood with several established techniques to model failures, many of these techniques are based on systematic analysis techniques, in which traceability is drawn between failures of the system and failures of individual components. In the context of current AI systems, we lack the knowledge and techniques to be able to accurately model potential failures so we can detect and diagnose them when they occur (limitations around operators’ ability to detect AI errors are discussed in Section ‎4.2.3). In particular, the complexity of AI models and their training means that it is not feasible to trace the impact of a deficiency or failure of an input to an AI system through to the effect on the outputs of that system, or they might go undetected altogether.
Even if an error[footnoteRef:3] in the AI component is identified, the data-driven behaviour of AI components means that it is not straightforward to rectify the error. Modification of the AI component requires updating the data used to drive the behaviour, or the algorithm used to extrapolate from the data, e.g., updates to the ML model. However, predicting the impact of such modifications on the behaviour of the AI system is currently infeasible for all but the simplest models. Furthermore, such changes affect the behaviour of the AI component across all inputs, not just those on which the AI was behaving incorrectly, and hence are likely to introduce additional errors. As a result, eliminating all errors in the AI component is effectively impossible, and indeed, in many cases it is unlikely that any amount of testing will be able to build confidence in an AI component comparable to that which would be expected when justifying conventional software components. [3:  The notion of a fault within an AI component is contestable, due to the design approach of AI models which is largely data driven and not based on an engineered design process. We use the term “error” to refer to any AI behaviour that does not meet the design intent.] 

In Figure 1 we can see some of the challenges in assuring an AI component within an AI-Modulated System (AMS). The diagram shows some of the elements of a classical “V lifecycle” model, adapted to the likely processes when incorporating AI. The normal mechanisms of deriving detailed system requirements and showing how these are traced into the implementation is missing for the AI element, and consequently many of the elements of V&V that would normally provide confidence in the system design and implementation cannot be performed.
[image: A diagram of a diagram

AI-generated content may be incorrect.]
[bookmark: _Ref206508375][bookmark: _Toc206783114][bookmark: _Toc214980784][bookmark: _Toc215229659][bookmark: _Toc219470995][bookmark: _Toc222464051][bookmark: _Toc223508150]Figure 1: Lack of traceability of design intent in AI Modulated Systems
[bookmark: _Toc206783065][bookmark: _Toc215229340][bookmark: _Toc215229605][bookmark: _Toc219470941][bookmark: _Toc222463997][bookmark: _Toc223508096]Lifecycle differences
As discussed in the previous section, the engineering process to build an AMS is fundamentally different to classical computer-based systems, given the data-driven learning phase that determines the behaviour of the AI component. As such the standard assurance lifecycle cannot provide the usual system engineering artefacts showing how intent is implemented in the system.
AI development will naturally follow a more iterative development lifecycle, in which both the data set and the underlying model are repeatedly modified with the aim of improving the performance of the resulting system. Even when introduced to address specific weaknesses in the performance of the system, these changes will require repetition of all testing, and will usually involve repeating the entire training process. This is in contrast with other iterative development approaches, such as Agile, where each iteration typically implements additional functionality and requires limited modification to the existing system, with verification of each iteration often limited to testing of any new features, and regression testing of existing functionality. As a result, development lifecycles for AI systems are likely to be longer than those of conventional systems, with limited capability to implement improvements or bug fixes without complete redevelopment and retesting of the system.
Nevertheless, development of AI systems should be expected to follow a clearly defined lifecycle, and much of the existing good practice will remain applicable. Given the iterative and often experimental nature of AI development, particular attention will need to be paid to configuration control of all development artefacts, including all those identified as part of the implementation in Figure 1, to ensure the reproducibility of the final system. As the data and the underlying model are adapted in response to the results of testing, care must also be taken to maintain a justification of the completeness and correctness of the development artefacts with respect to the system requirements, and to mitigate the risk of overfitting to the test cases. Principles for data sets are discussed further in Section ‎5.5.
Within the established system assurance policy of the UK civil nuclear sector, justification of computer-based systems comprises two legs ‎[17]:
· Production Excellence (PE), a demonstration of excellence in all aspects of production from the initial specification through to the finally commissioned system
· Independent Confidence Building Measures (ICBMs), an independent and thorough assessment of the safety system’s fitness for purpose
As computer-based systems, justification of AI-modulated systems, including the AI components themselves, would be expected to follow the same two-legged approach. However, the differences between AI and other computer-based systems present challenges for both legs.
The PE leg typically consists of demonstrating compliance with accepted standards or good practice during system development. These practices have been developed over time to reduce the likelihood of errors in the development process and hence build confidence that the final system is free from faults introduced by the development. While the past few years have seen the publication of several international standards, in addition to significant activity from governments, regulatory authorities and other organisations to attempt to define good practice, AI development is still relatively novel, and the subject of much active research. AI development processes are frequently experimental, and vary significantly based on factors such as the algorithm, data and available resources. It is therefore challenging to identify what good practice would be for any given AI development process, and any attempt to define such good practice may very quickly become out-of-date as AI algorithms and development processes advance.
Even if suitable standards or good practice for the development of AI were identified, the benefits of compliance with these standards may still be limited for some AI components, including most ML models. The purpose of following good practice includes preventing the introduction of faults and identifying and removing faults that have been introduced; each phase of the development lifecycle identifies and removes faults introduced during previous phases ‎[18]. This is unlikely to be possible for an AI component due to the issues discussed above with translating design intent into behaviour.
This complexity, and the consequent lack of understanding of how the inputs to the AI determine the outputs, also limits the confidence that can be built in the AI component through independent testing, analysis or other techniques that may be deployed as independent confidence building measures. While some techniques applicable to all software may still be applicable, e.g., the use of static analysis to prove the absence of run-time errors in the implementation of the AI algorithm, the complexity of the AI model often limits confidence building measures for the trained model to testing of the model as a “black box”.
However, the input space of an AI component is often very large and complex, e.g., images or video feeds. Furthermore, the output of an AI model is often a poorly behaved function of the inputs, with many edge cases and unexpected artefacts, so it is hard to interpolate between inputs to demonstrate coverage of the input space. Without being able to extrapolate from test cases, it is not possible to show that defective behaviour has been accounted for without testing of every possible input; this is illustrated in Figure 2. Given the typical size of the input space for an AI component, it is therefore very unlikely to be feasible to achieve the necessary confidence in the behaviour of the AI component through the use of testing alone due to the difficulty of showing the completeness of the testing.
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The complexity of the tasks required of an AI component or system, and the model used to determine the output of the AI component, results in a lack of understanding of how the system will respond to any given input. This challenge is increased for AI systems with greater autonomy or control of other systems – it is harder to predict all possible behaviours of an autonomous vehicle than of a simple classifier.
In many cases, this unexpected behaviour will represent a failure of the AI. This capacity for new and potentially surprising failure modes renders it difficult to have confidence in the completeness of any failure analysis performed on the AI component. Moreover, unexpected behaviour is more likely to be seen on inputs that are poorly represented in the data driving the AI system behaviour, such as where there are failures of other components interacting with the AI.
A particular challenge arises in generative AI, where the system generates plausible yet wrong output, known as “hallucinations”, due to generative models’ behaviour arising from their data-driven design. It is not generally possible to eradicate this behaviour in LLMs, so mitigation must be designed into the wider system to ensure they are detected and corrected for. Cossio provides an overview of different types of hallucination in ‎[19].
Unexpected behaviour can also arise due to the requirements being incorrectly specified or misunderstood. As discussed in Section ‎2.2.1.1, requirements for AI systems are typically described at a relatively high level. Such requirements are prone to edge cases that may not be addressed, and to elements of subjectivity that are interpreted differently by different users of the requirements. The AI may therefore be behaving in accordance with its requirements yet still behaving in an unexpected and potentially undesirable way. This presents similar challenges to the unexpected failures described above.
Even where the AI is behaving correctly, i.e., in accordance with correctly specified requirements, it may not behave in a way that is expected. There are many examples of AI systems achieving their goal in a novel way that was not anticipated by the developers or operators. When the AI is not behaving in a way that may be expected of a conventional system or a human operator, it can be very difficult to determine whether this is a failure. This is a particular challenge for AI systems with significant autonomy, which may plan a sequence of actions that will achieve the optimal outcome, but whose initial actions may be sufficiently unconventional, or indistinguishable from a failure, to lead to intervention by human or automated monitoring.
This report proposes that more research is needed towards understanding and defining AI failure. This is discussed later in this report.
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The functionality provided by AI – solving problems that previously would typically be thought of as requiring human intelligence – can lead to stakeholders overestimating its capabilities and misattributing to it an unjustified intelligence and understanding of the domain that might be expected of a human operator. Overestimation of the capabilities of AI may lead to overconfidence in the outputs of the AI or attempts to extend the use of the AI to applications for which it has not been assured and is not suited.
This is a particular challenge for LLMs and other forms of generative AI that generate content based on prompt-inputs. LLM behaviour can be thought of as a kind of statistical projection of likely continuation of supplied content, based on word sequence likelihood in a massive data set. LLMs will confidently generate “plausible” looking content, based on the statistical weights of terms seen during training.
This content will typically be plausible looking and grammatically correct, and users and organisations may easily attribute genuine intelligence and understanding of the complex domain being discussed. However, it is typical that LLMs do not have a proper notion of the domain of discourse or of the system being discussed, although it may be incorrectly assumed to be present by designers, users or other stakeholders in virtue of the linguistic fluidity exhibited by these systems. There is a risk that these systems will confidently generate “plausible yet wrong” output that is not always easy to detect, particularly when humans are advised or making decisions based on AI-generated content.
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The principles, methods and techniques used within Human Factors (HF) and usability engineering have the overall aim to design human-machine systems that are intuitive, accessible, effective and safe, by taking a user-centred approach and examining how the operators’ actions may contribute to, or prevent, a hazardous situation from occurring within the wider system context.
The design and implementation of HF activities such as task analysis, Human Reliability Analysis (HRA) and HF testing are heavily reliant on detailed and accurate descriptions of the system and its behaviour, with clear success/failure criteria for different tasks and sub-tasks. The introduction of AI challenges traditional HF thinking given the lack of adequate specifications and traceability between intended and actual behaviour (see Section ‎2.2.1). On the one hand, higher levels of autonomy and potential system changes over time limit our ability to impose adequate HF controls on an AI system; on the other hand, the interaction paradigms utilised by AI (such as Natural Language Processing (NLP) in LLMs) introduce the risk of confusion or misunderstanding by the human or the AI component during interaction, which could go undetected.
This places new and additional requirements for operators to be able to parse, scrutinise or challenge the output provided by an AI system, and to be able to intervene if necessary. In these cases, the User Interface (UI) will need to provide the means for operators to make queries about the AI reasoning, the used dataset or the presentation of its results. This can be quite challenging in many applications, especially when utilising vast amounts of data. If not addressed, this can result in AI errors being missed, either in a single task or perpetually. For instance, the UI and wider AMS would need to implement means for monitoring and checking results against bias by, e.g., periodic trend analysis to observe potential deviations in the produced results. This places a requirement upon AI systems to support human oversight and intervention (which is discussed in more detail in Section ‎4.2.3).
Monitoring and potential intervention by an operator presents additional hazards associated with the handover between the AI and the operator (and vice versa). Simply including a human-in-the-loop to provide oversight is not necessarily sufficient to address the hazards associated with the use of an AI system – supervision is only effective if the operator is able to identify when intervention is required and intervene successfully to reach a safe state. This challenge is most easily seen in the example of safety drivers for autonomous vehicles – an effective safety driver must be able to identify when the vehicle is driving unsafely and intervene in time such that the driver is able to safely stop the vehicle or avoid a collision.
The definition of a safe state is application dependent. Many AI systems making decisions, particularly those making binary or classification decisions, can be tuned to have a bias towards different outcomes. Such systems may be tuned to be biased towards outcomes that result in safe or recoverable failures, e.g., a facial recognition system used for access control could be biased towards denying access.
Responsibility and liability for AMS decisions need to be understood as a basis for understanding scope for mismatch and failure between the elements. Often humans are introduced as “human-in-the-loop” to act as a “liability sink”, yet the human may be expected to mitigate, interpret or resolve problems ‎[20]‎[21] from the AI element that are not directly explainable or always straightforward to identify. Other important human roles are in the provision of data that an AI model may draw from (e.g., classical databases or systems), and in the upstream design activities that govern the system behaviour.
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In this section, we discuss some of the implications of trust and mistrust on AI as they can affect user acceptance and use. Before proceeding to explore the topic, it is important to define “trust” for the purposes of this report.
Trust refers to “maintaining a firm belief in the ability or truth” of someone or something. Trust serves as a mechanism for reducing complexity and is integral in our lives and in society. Within complex operations and systems (e.g., medical diagnosis, where test results produced by the pathology laboratory are taken at face value by the physician diagnosing a patient), trust has been built through time and is established on the continuing and consistent correct or reliable performance of the person, combined with their (personal and institutional) authority. When we consider trust placed upon machines, there is some ambiguity as to how comparable human-machine trust is to human-human trust ‎[22]. For instance, trusting the output of automation may require input from the humans that are responsible for the automation and its output.
The following text is taken from the CANUKUS report ‎[5].
‘Humans may be reluctant to trust an AI system and may second guess any decision or action made autonomously. Alternatively, humans may completely trust the AI system, assuming the machine is always correct, meaning human verification is effectively bypassed. This could lead to complacency where the human does not monitor the system because it usually functions well and thus the human is no longer an effective backup to the AI system. Preventive guardrails such as more traditional software systems or enhanced training and protocols could be deployed to reduce risk.
In addition to assessing the above items during the development of AI capability for a nuclear system, thought should be given to managing trust and guarding against human complacency throughout the life of the system. New features indicating uncertainty associated with the performance and alarms to indicate questionable performance may be required.’
In March 2025, The US National Institute of Standards and Technology (NIST) published a report on Trust in AI systems ‎[22] (see ‎Appendix A for more details on this report). Some concepts discussed in this section are drawn from the NIST report.
Broadly speaking, we can consider two dimensions to Human-AI trust: User Trust Potential and Perceived System Trustworthiness.
· User Trust Potential. This refers to the overall capacity of the human user to place trust onto the AI component, and it includes attributes such as their personality, cultural beliefs, age, gender, experience with other AI systems, domain knowledge, and technical competence (see discussion on SQEP-ness in Section ‎4.2.7).
· Perceived System Trustworthiness. The overall expectation of the user that the system will achieve a certain degree of correctness and completeness, accuracy and overall dependability and reliability. The NIST report identifies 9 characteristics that define AI system trustworthiness: accuracy, reliability, resiliency, objectivity, security, explainability, safety, accountability, and privacy. Different stakeholders will weight the factors differently according to the intended application and context.
While user trust potential concerns the human users and their predisposed attitudes towards any AI, perceived system trustworthiness focuses on the specific AI component, the confidence in its purpose, function and previous performance, as well as its capability to provide an adequate degree of explanation for its output.
The ability of the human operators to place trust on an AI component will be influenced by the user interface and its ability to support operators in taking ownership of the output. Some of the challenges discussed in the previous section, such as lack of explanation or limitations in what confidence testing can provide, may cause mistrust amongst users.
However, trust is not only a technology issue, as it also concerns organisations’ safety culture, maturity, and readiness for AI. There are a number of competencies that are required for users of AI technology to successfully adopt and use AI technologies.
A challenge for AI systems is how trustworthiness can be maintained once established. Continued trust could be misplaced:
· When the system is adapting to data post-training, or if the operational profile moves away from the training set (so-called data drift) – resulting in the AI having different behaviour from when trained.
· Due to general problems of hallucinations in some classes of AI including LLMs ‎[19], the behaviour of AI outside of the training set is to some degree unknown, and plausible-yet-wrong outputs may be generated by an AI.
· Over time, users may misattribute or project social awareness or cognition onto the AI system, causing them to trust the AI system in a manner more akin to the social establishment of trust between humans.
At the institutional level and also between organisations (e.g., between system providers and a regulator), trust is linked more to the system trustworthiness attributes, from which institutional decisions are made about the selection, adoption and use of AI systems within an assurance context. The ability to document and demonstrate the trustworthiness of systems is a precursor to their justified adoption within an institutional setting. Within the nuclear sector, this will be linked to the ability to develop an evidenced safety justification for the intended use of a system or component.
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The substantial differences described above between AI and conventional software present a significant challenge for assurance. In particular, the difficulty in clearly defining the expected behaviour and the limitations on testing are effectively insurmountable with the currently available technologies for all but the simplest applications. As a result, it is currently infeasible for an AI component to achieve the same reliability (e.g., in terms of probability of failure on demand or per year) as conventional software.
However, this does not necessarily preclude the use of AI in operations affecting nuclear material. Licensees are expected to demonstrate that risks are as low as is reasonably practicable (ALARP). In some cases, the benefits that AI can provide in reducing risks may outweigh the risks introduced by the use of AI, and hence the use of AI would be justified (providing the risks are tolerable). Assessing the relative risks will be very dependent on the specific deployment scenario and is outside the scope of this report – existing guidance on reaching decisions on risk, such as ‎[23], are expected to be applicable. However, any such demonstration will rely on a thorough analysis of the risks and benefits of the application, as well as a demonstration that these have been reduced so far as is reasonably practicable. In the next sections, we describe a system model that can form the basis of such an analysis, and characteristics of the application that will affect the likelihood that the use of AI can be justified in this way.
This report recommends that the following topic is addressed by future research:
Research 02. [bookmark: _Ref214971151]Development of a set of principles that enable an AI/ML assurance framework. In particular, research should focus on defining a set of principles and to then
a. turn the principles into claims, which can then be further decomposed into sub-claims, in order to identify what evidence may be required to demonstrate compliance against each one and how or whether evidence offered by vendors supports the principle set
b. identify where there are significant challenges in obtaining sufficient evidence to satisfy the claims
c. identify other areas, beyond the principles, that may be significant for evaluating a deployed AMS
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Understanding how complex systems can fail must be based on a realistic understanding of the holistic or sociotechnical system. This need is particularly acute for systems containing AI given the indeterminate or approximate behaviour of such systems[footnoteRef:4]. In Section ‎2.2 we outlined how AI/ML systems are unlike classical software systems and the challenges this presents for analysis of such systems. [4:  This is because the expected behaviour for all anticipated inputs the system may encounter is overall unknown – if they were known, a more conventional system could be created.] 

A typical process of risk assessment can be assisted by looking at the elements of a system, identifying their failure modes, and considering potential mitigations to reduce their likelihood or impact.
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As discussed in Section ‎2.2.1, because of the data-driven nature of AI/ML systems, there is not a mechanism of traceability through the software lifecycle of system requirements leading to identifiable and auditable design features within the system that have specified behaviour relating to the requirements – see Figure 1. Therefore, we can consider that the derived “design” of the trained model (its weights and parameters) is in large part determined and driven by a learning and data-centric approach. The learning platforms, selected algorithms, and the training and validation data of the systems are what determine the behaviour of the AI model.
The design/learning phase is generally more exploratory and data driven than conventional software development – training typically aims to converge a learning algorithm to have an “acceptable” precision and bias on a large dataset. Sometimes AI models are created by “fine-tuning” an existing third-party model (as is the case with LLMs), or a bespoke model can be created.
[bookmark: _Ref206415814][bookmark: _Toc206783073][bookmark: _Toc215229348][bookmark: _Toc215229613][bookmark: _Toc219470949][bookmark: _Toc222464005][bookmark: _Toc223508104]AI-modulated system
In this document we refer to the AI-Modulated System[footnoteRef:5] to cover the wider holistic system involving connected parts, people and systems, including the development process and other “upstream” activities that govern the behaviour of the system. An AMS is the sociotechnical system that has AI/ML components or technology within it that shape or influence its behaviour. [5:  Within the wider discourse, this holistic system containing AI/ML is sometimes referred to as an “AI-enabled” system, however this term has positive connotations and presupposes the benefits of introducing AI into a system before demonstration or assurance can be established, so we use a more neutral term. ] 

In Figure 3 we provide an “ecosystem” model that outlines some of the key elements of an AMS. This is a high-level view and is intended to convey some general terminology and common system elements, without aiming to be complete for all possible cases. It does not show the relationships between the various elements, as this will vary between systems, but the specific relationships should ultimately be understood and investigated. In broad terms, proximity in the ecosystem model figure is indicative of those parts of the system that will likely have interrelationships and dependencies.
The purpose of providing this abstract ecosystem model is to establish a common reference and scoping framework from which AMS providers and adopters can start to describe the whole system and its interacting parts. Focusing solely on the deployed AI technology element alone is insufficient given the intrinsic limitations of AI and the fundamental challenges for their behaviour to be clearly specified and assured. As a result, there will need to be adequate consideration of the roles of the design activities, and the planned roles of humans within the system to provide monitoring, interpreting, recovery, intervention and contextualising services around the AI element. We consider there is a central role for human factors processes and considerations within AMS design and assurance, and we provide further details in Section ‎3.4.
Depending on the type of AMS that is being considered, some elements may not be relevant – for example, an isolated AMS may have no actuators into a live industrial system but rather provide advice for a human-in-the-loop to consider. In other cases, the overall elements of the system may be considerably more complex – potentially with multiple impacted or interacting persons, roles, and connected systems, or if the system is continually self-learning.
Organisations seeking to develop and assure an AMS should develop a rich system model, considering the ecosystem model elements as a baseline and to inform assurance and design activities. For the specific system under consideration, the model would need to define and clarify relationships between elements for the intended use and application. 
This system modelling activity is part of normal technical due-diligence and a prelude to system or hazard analysis. Whilst the details of the how to perform system modelling and analysis of a sociotechnical system are beyond the scope of this report, some key elements to consider include
· Capturing a rich and realistic model of the system elements and understanding their role within the larger system.
· Consideration of technical and non-technical elements of the system. This should include linked systems, sensors, actuators, human operators, supervisors, and data sources.
· Consideration of how information flow and decision making take place within the system, since a key goal of introducing AI is to augment or replace existing human decision making with AI-generated or AI-classified content. This can include task analysis ‎[24]‎[25] and role analysis ‎[20]‎[21] to understand the planned decision-making processes and expected human-system interactions.
· Consideration of boundaries and interfaces between systems, and any potential for technical or interpretational mismatches between elements.
· Inclusion of upstream activities (data, training, compute provision, AI design strategy) that will significantly affect the behaviour of the AI element within the system.
From this model, system developers can perform various failure and dependency analysis activities to investigate potential failures within the wider AMS.
In the next section we provide a high-level view of the elements that should be included in the system model. Due to the significance of the training activities, compute provision, human factors and relationships to policy and assurance processes, we include these activities and elements in the system model.
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Here we summarise the key elements of the ecosystem model – Figure 3. We first provide the overall diagram followed by further commentary on the elements presented. Not all elements will be relevant in all cases, but the model is intended to provide an overarching framework to think about how the system elements may interact and depend on each other, and to consider not just the AI technology, but the processes that drive its implementation, the data and learning that drive AI model behaviour, and the wider systems that are impacted.
System designers and integrators should develop and document their own AMS model in detail in order to develop their understanding and engineering planning activities, to support the assurance and acceptance activities, and to manage risks of use.
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The overall AMS encompasses all the activities and system elements that govern the overall behaviour of the system containing the AI. It is the sociotechnical system, going beyond simply the technology elements.
	Element
	Commentary

	AMS requirements
	The requirements derivation activity – including a high-level documented summary of the requirements for the AMS and the AI elements within it. There should be a process of requirements elaboration to derive the requirements. 
Based on the overall system concept, there would be an overall concept for the expected allocation of roles and responsibilities to the AI elements (AI model, AI component and monitoring/safeguarding systems) and the various stakeholders within the overall AMS. This will feed into the AI design activities where the AI model is developed in more detail (see Section ‎3.3.1.1).
System acceptance should be linked to the high-level AMS requirements, not just the evaluation or selection of the AI technology elements.

	Pre-trained model
	In some cases, an AI/ML model may be based on an existing model. The existing model may be previously developed or from external providers.

	Commercial AI systems
	Where an external model is used for fine-tuning or as the basis for the AI model to be developed, it may be developed and operated by a commercial AI provider. There may be associated services, user interfaces or APIs that accompany the model.

	AI providers
	Third-party AI providers may provide AI design, development, training, hosting or integration capability or services. Service agreements will need to be put in place to ensure the required service can be delivered.

	Cloud and compute services
	The AI technology will need to be hosted on an IT platform, potentially requiring large amounts of compute. This hosting may be internal or provided by a third party in the cloud.

	Assurance/system acceptance roles
	Overall system owners and acceptance stakeholders will provide a role to evaluate and accept a system into service. In some contexts, this will involve independent review, formal assurance roles and, in some cases, organisational interfaces to any regulatory involvement in the acceptance process.

	Assurance policies
	Governance and assurance policies and standards that exist at the organisational or domain level, which impact the adoption of AMS.

	AMS governance system
	The activities including regulatory involvement determining the governance and introduction of AMS systems.

	AMS safety case
	The structured safety justification with evidence that the AMS will meet its safety requirements and does not pose an unacceptable level of risk for its intended purpose.
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Within this wider model there are two main overlapping regions covering the AI design activities and those parts that are active during operation – the runtime AMS.
[bookmark: _Ref206492523]AI design
The AI design phase comprises those activities early in the lifecycle that design the AI technology parts for incorporation into the wider AMS.
Unlike classical system design activities, where requirements are traced to design and implementation, in an AMS the behaviour is driven by the training and learning algorithms.
	Element
	Commentary

	Human factors
	Human factors roles and activities – deriving the overall allocation of functions and roles between people and technology within the wider system. This will include the task and role analysis, as well as derivation of user interface design, user training needs, etc.
These activities should relate to the AI ethical frameworks and choices about the intended roles of AI and other AMS elements in their contribution to the overall system.

	Task and role analysis
	Key system design activities and artefacts to understand and define how people and AI technology will interact and the proposed allocation of roles and tasks to mitigate risks associated with AI technology.

	Training data
	Training data gathered and prepared for the purposes of training the AI model, which may be internal or externally sourced. There should be a justification of the data’s relevance and the data strategy in the training process.

	Model design
	AI model design activities, hyperparameter selection, architectural choices to meet the design requirements.

	AI designers
	Various stakeholders in designing the overall AI model and components, and the wider AMS.

	Training
	The training of the AI model based on the selected and prepared data specific for its intended purpose.

	V&V roles
	Those roles that will provide verification and validation activities for the AI model, AI component and wider AMS, including input to the wider assurance activities.

	AI model
	The trained model following the training and design activities, including the intrinsic weights and parameters.
In a more complex AMS, multiple AI models or algorithms may be deployed (an ensemble). This can provide either specialist models for particular situations or voting architectures to improve performance.

	AI component
	Designed technology that immediately interfaces to the model, providing interfaces to the connected systems, to be fielded at runtime. It typically takes data, queries or prompts and responds with a classification, action or generated data to be used elsewhere in the wider AMS. It may include a user interface (human-AI interface) and connections to other systems.

	Monitoring/ safeguarding
	Designed system elements that monitor the AI model, its inputs or outputs to implement key protection or safeguarding services, to be fielded at runtime.
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Runtime AMS
These are the elements of the AMS that are activated during operation, including the AI model and component, data sources, impacted systems and people. It will deploy the trained model, together with those elements of the AI component that integrate it with the wider system.
	Element
	Commentary

	AI model
	As above.
In some cases, the model may be updated (continuous learning) based on new operational data or dynamic learning.

	AI component
	As above.
The primary technical interface to the AI model (or ensemble), as deployed into the live AMS system.

	Monitoring/ safeguarding
	As above.

	Other IT systems
	Connected IT systems that interface with the AI component or users who are integrating information from a range of sources. 
These systems may provide input to the use of the AI component, or operating on AI generated content or classifications.

	Conventional data sources
	Such as Risk-Based Data Management Systems (RBDMS) or standard data sources.
These sources may be used as input to the use of the AI component, or to hold AI generated content or classifications.

	Data providers
	Users and stakeholders who populate the connected IT systems and data sources.

	Impacted systems or data
	May include non-IT systems, documentation, logs, data in other formats that are used within the wider AMS.

	User interfaces
	User interfaces to the AI component, or other IT systems that hold or process data.

	Operators/users
	People interacting with the AI component, typically through a user interface of some form. Users may be expected to take advice from the outputs or data classifications made by the AI component, or they may have a monitoring role.

	Sensors
	Industrial sensors capturing data of the state of the impacted physical system elements (e.g., plant) for use or monitoring by the AI component.

	Actuators
	Industrial actuators to any physical system elements controlled by users or the AI component.

	Physical environment
	A shared physical environment containing the impacted physical system, or within which the AMS operates (e.g., autonomous vehicles and operators moving in a shared physical space).

	Impacted persons
	Other stakeholders within the physical environment potentially impacted by elements of the AMS, for example through connected IT systems, or if they are in a shared physical environment populated by autonomous vehicles.
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	Element
	Commentary

	External governance
	External governance roles and stakeholders.

	Regulation/policy
	External regulation and policy frameworks for the adoption of AI within the sector.

	Ethical frameworks
	Broader societal ethical frameworks – for example covering questions of risk benefit trade-offs, broader expectations for how AI and people should be ethically brought together, the ethical allocation of roles within an AMS, and how responsibility and liability can be understood and allocated between AMS elements.

	External and public stakeholders
	Including governmental and wider societal stakeholders, public review of safety cases involving AI, etc.


[bookmark: _Toc206783122][bookmark: _Toc214980798][bookmark: _Toc215229673][bookmark: _Toc219471009][bookmark: _Toc222464065][bookmark: _Toc223508164]Table 4: External elements affecting the AMS
[bookmark: _Toc195192902][bookmark: _Ref206416574][bookmark: _Toc206783077][bookmark: _Toc215229352][bookmark: _Toc215229617][bookmark: _Toc219470953][bookmark: _Toc222464009][bookmark: _Toc223508108]Human-AI interface
Human factors is the field of studying human abilities, limitations, behaviours, and processes in order to inform the design of technology and systems so that they are safer, more intuitive, and more effective for accomplishing their given tasks by the people who will use them. Typically, the focus of HF is on the design and evaluation of the Human-Machine-Interface (HMI), procedures (administrative controls) and training, but HF is also fundamental in research, and for bringing an overall human-centred perspective to systems thinking.
AI changes previous UI paradigms dramatically; on the one hand, it offers entirely new modes of interaction (e.g., using speech) which are sensitive to nuance and high variability of inputs; on the other hand, the potential for high degrees of autonomy and the processing of vast amounts of data for the purposes of decision making mean that the operator will be unable to systematically verify results, and will be required to establish and maintain “trust” on the AI component and its output throughout its use and operation (AI trust is discussed in more detail in Section ‎2.2.6). 
This paradigm shift in UI design for AI systems places significant challenges on traditional HF approaches, where concepts of user-centred design and user experience cannot be directly applied for an application that, for instance, aims to parse natural language, develop or change its own functionality or decision-making process, and then possibly interact with and operate other software applications (e.g., agentic AI).
Table 5 below presents an overview of UI technologies typically used for AI applications. A combination of these UIs might be present in an AMS such as the one described in Section ‎3.2. Each have their own potential advantages and disadvantages depending on the application context.
	AI interfaces
	Discussion

	Voice-activated
The system interacts with the operator by reacting to questions and instructions expressed vocally (speech recognition systems) and may respond with natural-sounding speech generated by the AI system.
	This interaction model aims to enhance accessibility and engagement. It is very popular with commercial applications (e.g., speech-to-text tools for transcription), however there are limitations and challenges with the current state of the technology:
· limitations processing natural language, coping with background noise, and pronunciation mean that the system may incorrectly capture and interpret user commands
· limited contextual understanding may result in incorrect or irrelevant results
· active listening poses a threat to data privacy and security
· integration with other systems can be resource intensive

	Text-based
This interaction model allows users to communicate with systems using typed messages. Systems will respond by generating text (e.g., chatbots and report generators).
	Text-based interfaces offer a more reliable mode of interaction in comparison to voice-activated systems, although they may also be more limited given the constraints of written vs spoken language: 
· limited contextual understanding may result in incorrect or irrelevant results
· difficulty handling larger queries
· inappropriate perception of authority of content when presented written attractively in a confident style and voice

	Graphical
Graphical AI interfaces provide visual elements for interaction with the user. These interfaces often include dashboards and data visualisation.
	The use of visual elements can significantly enhance user interaction and support more complex information representation and processing by the users. Data visualisation can enhance user’s understanding of AI output.
Graphical interfaces can be overwhelming if not designed well.


[bookmark: _Ref206511006][bookmark: _Toc195192936][bookmark: _Toc206783123][bookmark: _Toc214980799][bookmark: _Toc215229674][bookmark: _Toc219471010][bookmark: _Toc222464066][bookmark: _Toc223508165]Table 5: AI-based user interfaces
In addition to the application UI, we can also consider other artefacts to the wider AI system interface, such as user instructions, operating procedures, training and update procedures, or access, data and performance logs. All these elements are there to support human operators to correctly and efficiently use the AI system, and to detect, diagnose and correct issues in a timely manner, and they will be impacted by the type of UI the system is utilising. In turn, these elements and their correct use will place different requirements on the operator, which will need to be addressed by training and other system and organisational provisions.
[bookmark: _Toc206084366][bookmark: _Toc206084367][bookmark: _Toc206084368][bookmark: _Toc206084369][bookmark: _Toc206084370][bookmark: _Toc206084371][bookmark: _Toc206084372][bookmark: _Toc206084373][bookmark: _Toc195191894][bookmark: _Toc206488415][bookmark: _Toc206488416][bookmark: _Toc206488417][bookmark: _Toc206488418][bookmark: _Toc206488419][bookmark: _Toc206488420][bookmark: _Toc206488421][bookmark: _Toc206488422][bookmark: _Toc206488423][bookmark: _Toc206488424][bookmark: _Toc206488425][bookmark: _Toc206488426][bookmark: _Toc206488427][bookmark: _Toc206488428][bookmark: _Toc206488429][bookmark: _Toc206488430][bookmark: _Toc206488431][bookmark: _Toc206488432][bookmark: _Toc206488433][bookmark: _Toc206488434][bookmark: _Toc206488435][bookmark: _Toc206488436][bookmark: _Toc206488437][bookmark: _Toc206488438][bookmark: _Toc206488439][bookmark: _Toc206488440][bookmark: _Toc206488441][bookmark: _Toc206488442][bookmark: _Toc206488443][bookmark: _Toc206488444][bookmark: _Toc206488445][bookmark: _Toc206488446][bookmark: _Toc206488447][bookmark: _Toc206488448][bookmark: _Toc206488449][bookmark: _Toc206488450][bookmark: _Toc206488152][bookmark: _Toc206488451][bookmark: _Toc206488153][bookmark: _Toc206488452][bookmark: _Toc206488154][bookmark: _Toc206488453][bookmark: _Toc205572604][bookmark: _Toc206084378][bookmark: _Toc206430893][bookmark: _Toc206488155][bookmark: _Toc206488454][bookmark: _Toc206488455][bookmark: _Toc206488456][bookmark: _Toc206488457][bookmark: _Toc206488458][bookmark: _Toc206488459][bookmark: _Toc206488460][bookmark: _Toc206488461][bookmark: _Toc206488462][bookmark: _Toc206488463][bookmark: _Toc206488464][bookmark: _Toc206488465][bookmark: _Toc206488466][bookmark: _Toc206488467][bookmark: _Toc206488468][bookmark: _Toc206488159][bookmark: _Toc206488469][bookmark: _Toc206488470][bookmark: _Toc206488471][bookmark: _Toc206488472][bookmark: _Toc206488473][bookmark: _Toc206488474][bookmark: _Toc206488475][bookmark: _Toc206488476][bookmark: _Toc206488477][bookmark: _Toc206488478][bookmark: _Toc206488479][bookmark: _Toc206488480][bookmark: _Toc206488481][bookmark: _Toc206488482][bookmark: _Toc206488483][bookmark: _Toc206488484][bookmark: _Toc206488485][bookmark: _Toc206488486][bookmark: _Toc206488487][bookmark: _Toc206488488][bookmark: _Toc206430897][bookmark: _Toc206430898][bookmark: _Toc206430899][bookmark: _Toc206430900][bookmark: _Toc206430901][bookmark: _Toc206430902][bookmark: _Toc206430903][bookmark: _Toc206430904][bookmark: _Toc195024521][bookmark: _Toc195080326][bookmark: _Toc195088305][bookmark: _Toc195091767][bookmark: _Toc195095294][bookmark: _Toc195096313][bookmark: _Toc195098948][bookmark: _Toc195112375][bookmark: _Toc195119390][bookmark: _Toc195119681][bookmark: _Toc195168720][bookmark: _Toc195180045][bookmark: _Toc195187553][bookmark: _Toc195191898][bookmark: _Toc195024522][bookmark: _Toc195080327][bookmark: _Toc195088306][bookmark: _Toc195091768][bookmark: _Toc195095295][bookmark: _Toc195096314][bookmark: _Toc195098949][bookmark: _Toc195112376][bookmark: _Toc195119391][bookmark: _Toc195119682][bookmark: _Toc195168721][bookmark: _Toc195180046][bookmark: _Toc195187554][bookmark: _Toc195191899][bookmark: _Toc195024523][bookmark: _Toc195080328][bookmark: _Toc195088307][bookmark: _Toc195091769][bookmark: _Toc195095296][bookmark: _Toc195096315][bookmark: _Toc195098950][bookmark: _Toc195112377][bookmark: _Toc195119392][bookmark: _Toc195119683][bookmark: _Toc195168722][bookmark: _Toc195180047][bookmark: _Toc195187555][bookmark: _Toc195191900][bookmark: _Toc195024524][bookmark: _Toc195080329][bookmark: _Toc195088308][bookmark: _Toc195091770][bookmark: _Toc195095297][bookmark: _Toc195096316][bookmark: _Toc195098951][bookmark: _Toc195112378][bookmark: _Toc195119393][bookmark: _Toc195119684][bookmark: _Toc195168723][bookmark: _Toc195180048][bookmark: _Toc195187556][bookmark: _Toc195191901][bookmark: _Toc195024525][bookmark: _Toc195080330][bookmark: _Toc195088309][bookmark: _Toc195091771][bookmark: _Toc195095298][bookmark: _Toc195096317][bookmark: _Toc195098952][bookmark: _Toc195112379][bookmark: _Toc195119394][bookmark: _Toc195119685][bookmark: _Toc195168724][bookmark: _Toc195180049][bookmark: _Toc195187557][bookmark: _Toc195191902][bookmark: _Toc195024526][bookmark: _Toc195080331][bookmark: _Toc195088310][bookmark: _Toc195091772][bookmark: _Toc195095299][bookmark: _Toc195096318][bookmark: _Toc195098953][bookmark: _Toc195112380][bookmark: _Toc195119395][bookmark: _Toc195119686][bookmark: _Toc195168725][bookmark: _Toc195180050][bookmark: _Toc195187558][bookmark: _Toc195191903][bookmark: _Toc195024527][bookmark: _Toc195080332][bookmark: _Toc195088311][bookmark: _Toc195091773][bookmark: _Toc195095300][bookmark: _Toc195096319][bookmark: _Toc195098954][bookmark: _Toc195112381][bookmark: _Toc195119396][bookmark: _Toc195119687][bookmark: _Toc195168726][bookmark: _Toc195180051][bookmark: _Toc195187559][bookmark: _Toc195191904][bookmark: _Toc206430905][bookmark: _Toc206430906][bookmark: _Ref204781444][bookmark: _Toc206783078][bookmark: _Toc215229353][bookmark: _Toc215229618][bookmark: _Toc219470954][bookmark: _Toc222464010][bookmark: _Toc223508109]AI system characteristics impacting adoption
This section identifies characteristics of the system in which AI is deployed that present challenges to, or support, the justification of the use of AI in that system. The understanding of the AI component itself is also affected by the AI technologies and the development process used; these aspects are discussed further in Section ‎5.
Given the assurance challenges identified above for AI components, it is very unlikely to be feasible to build sufficient confidence in the behaviour of the AI component itself. Any justification of the use of AI will therefore primarily be a justification of the wider system in which the AI is to be deployed (the AMS). In particular, the justification would be expected to show that all potential hazards have been identified, that these hazards are addressed, and that the residual risks are ALARP and tolerable.
The use of AI components has the potential to challenge this justification in two significant ways:
· The size and complexity of the input and output space, the inscrutability of the trained model and the lack of design intent present a significant challenge in understanding the behaviour of the system and the role of the AI component within it. In particular, many hazard analysis and identification techniques rely on being able to characterise how individual components behave in response to their inputs, as well as identifying all possible failures of each component, both of which will typically be lacking and underivable for an AI component. This fundamental opaqueness and complexity of the trained model will undermine any claim that all potential hazards have been identified.
· AI requirements are typically high level and do not deterministically describe the behaviour of the AI component on all possible inputs, and hence there is often not a clear definition of what it means for an AI component or system to have failed. This clearly presents a challenge to any claim that failures will be detected and mitigated.
In the rest of this section, we discuss each of these challenges in more detail, identifying characteristics of the system and the role of the AI component that are likely to affect the practicality of justifying the system. We also discuss the potential benefits of the use of AI, and how these may compare with the residual risks of deploying an AMS to support an argument that the risks are ALARP.
[bookmark: _Toc206783079][bookmark: _Toc215229354][bookmark: _Toc215229619][bookmark: _Toc219470955][bookmark: _Toc222464011][bookmark: _Toc223508110]Understanding of the AI behaviour within the system context
[bookmark: _Ref195192588]An essential part of any justification of any system, including a system in which AI is deployed, is the identification of potential failures and their consequences. This is typically performed systematically based on a model of the system, requiring knowledge of each component of the system, its interactions, and how it behaves under normal and fault conditions.
However, a common aspect of many of the assurance challenges identified in Section ‎2.2 is the lack of knowledge of both the expected and actual behaviour of an AI component, and consequently the impact on the behaviour of the system. Below, we discuss characteristics of the system, and in particular the potential roles of the AI within the system, that are likely to affect the extent to which the behaviour of an AMS can be understood, and hence the confidence that might be achievable in any justification of the system.
[bookmark: _Toc206783080][bookmark: _Toc215229355][bookmark: _Toc215229620][bookmark: _Toc219470956][bookmark: _Toc222464012][bookmark: _Toc223508111]Level of autonomy
One of the most significant challenges to understanding the behaviour of an AMS is the level of autonomy that the AI has, i.e., the extent to which the AI can plan and control different aspects of the system. AI-modulated systems acting with greater autonomy can bring significant benefits, but also dramatically increase the range of potential actions and sequences of actions that can be planned, with a commensurate challenge in understanding the relationship between the inputs to the system and the resulting behaviour.
We identify the following levels of autonomy, which are similar to those given in ‎[7] and ‎[26].
	Autonomy level
	Description

	No action
	Information
	The AI/ML system provides information or insight that may support operators in their decision making.

	
	Advice
	The AI/ML system provides advice or suggested actions, but human operators review and interpret the outputs and are required to actively accept any suggested actions.

	Action
	Limited control
	The AI/ML system can make simple decisions and take actions that are limited in scope, e.g., control a single actuator or modify the value of a system parameter up to a predetermined limited without operator authorisation. Some oversight from an operator is expected who can intervene or veto actions if necessary.

	
	Full autonomy
	The AI/ML system can make decisions and plan complex sequences of actions that affect multiple interdependent systems. This is likely to have limited oversight from an operator.


[bookmark: _Ref206525332][bookmark: _Toc206783124][bookmark: _Toc214980800][bookmark: _Toc215229675][bookmark: _Toc219471011][bookmark: _Toc222464067][bookmark: _Toc223508166]Table 6: Proposed autonomy levels
Note that the levels of autonomy described in Table 6 are intended to illustrate the challenges of justifying systems with different amounts of autonomy for the AI element. An AMS may not fully align with a single category, though normally the challenges and considerations from deploying AI components at lower levels of autonomy will also apply to the higher levels.
Given the wide variety of potential AI technologies and deployment scenarios, a system may exhibit characteristics of more than one such level; for example, if the multiple functions are being performed by a single AI model or agent.
Research 03. [bookmark: _Ref214971295]Any AI assurance framework should start with developing and trialling techniques for levels of autonomy up to “Limited control” before tackling fully autonomous systems.
[bookmark: _Ref195120459]Information
AI systems in this category are designed to provide information to operators, but do not provide suggested actions or interpretations of the data – this is left to the operator. Examples of such applications could include the use of an LLM to support operators in retrieving information, or the synthesis of plant data for display.
Although such an AI system is not providing any direct or indirect control of other systems, the information provided will still be an input into decisions taken by an operator, and so it is essential to understand what information can and cannot be provided by the AI system, and the system’s potential failures. Such failures clearly include producing incorrect information, which may take various forms, but other failure modes might include the omission of critical information or bias in the information that is presented, which can be substantially harder to identify. Operator decision making would be expected to take into account many sources of information, not just the output of the AI system, and so these other sources of information would be expected to provide controls to enable the operator to identify incorrect outputs from the AI system.
However, justification needs to ensure that operators are supported to make judgements on the veracity of AI-generated information and give appropriate weight to it in decision making. A key question is whether the operator will have the available time, experience and knowledge to identify incorrect information, particularly as a driver for AI deployment may be to increase throughput or make use of less skilled (and less costly) operators.  Human factors considerations in the design of an AMS are discussed further in Section ‎4.2.6. 
User training design should cover how the balance of responsibilities is allocated for decision making – for example, what information to expect the AI to provide, and how and when users might need to verify information presented. User interface design should be appropriate for conveying lower trust information, particularly when presented alongside information of higher trust, to best allow users to weight and interpret AI-generated content. This is particularly challenging when the purpose of the AI is to present information in a more user-friendly or human-readable way.
Achieving a sufficient understanding to support a justification may be relatively straightforward in some cases, such as a system designed to simply retrieve relevant documentation from a database based on operator queries, but is likely to be substantially more challenging for systems that are expected to perform any kind of processing or summarisation of the information.
Advice
AI applications providing advice or suggestions to the operator might include the use of AI to synthesise information and highlight anomalies or unusual values to the operator, e.g., object detection applied to a security camera feed that highlights when a person is visible. AI used in the design of systems and documentation, as well as for predictive maintenance, should be considered to be providing advice to the user.
Many of the same considerations on the correctness and interpretation of the outputs described above for AI systems providing information also apply to systems providing advice. However, whereas information provided by an AI system can typically be verified by other means if necessary, understanding the range of possible advice given by an AI system and in particular the reasons for such advice, is much more challenging. The importance of ensuring that the operator provides appropriate weight to advice or suggested actions provided by the AI is therefore far greater.
Overreliance on AI is a widely recognised problem ‎[27] and has a number of possible causes. A common cause of overreliance is overestimation of the capabilities of the AI system, e.g., assuming that the AI system operates equally well across the entire range of input data, that it has considered all information available to the user, or that the AI element has a meaningful system model from which it is operating. 
Overreliance may also be due to a lack of confidence in the user’s ability to perform a complex task. AI systems that are initially reliable may become less reliable over time due to data drift or changes in the operating environment; users may therefore have an unfounded trust of the AI system’s current performance based on previous experience. Similarly, trust developed based on the system’s performance on simple or straightforward examples may be misplaced when the system encounters new data that is on a classification boundary or in other regions where the outputs of the AI system may be less reliable.
Conversely, in some cases operators may also come to place too little weight on the output of the AI system or even ignore it altogether. For example, an AI sensor that produces a large number of false positives may come to be ignored by the operator, even in the case of a genuine alarm. Users familiar with a task may come to have low confidence in the AI system if they witness errors early in the deployment on tasks that the user perceives as simple. Under-reliance on the AI system may also stem from a mismatch between the user’s expectations and the capabilities of the AI system.
The design of an AI system should ensure that the information presented to the users supports them to evaluate the outputs of the AI; this may include identifying the information as AI generated and providing additional context or reasoning supporting the output. Note that reasoning or explanation is only likely to be appropriate if it is correct and understandable by the operator ‎[28]; this is not true of the outputs of the current generation of “explainable” AI approaches. Research is ongoing to provide better AI behaviour “explanations”, which would be key to improving trust in AI model behaviour; however, it seems unlikely that AI models will be able to provide a cognitively relevant explanation of their own behaviour, which is fundamentally data-driven, and not based on a rich domain or system model from which meaningful explanations can be framed. Explainable AI is discussed further in Section ‎4.2.6.1.
Governance processes should also address how it is ensured that operators understand the capabilities of the AI system – what it can do and what it cannot do – and are competent to determine the correctness of the AI system’s output. Human factors relating to the deployment of AI systems are discussed further elsewhere in this report.
Limited control
An AI system that is deployed in this category operates autonomously, possibly with human supervision, but the decisions or actions that can be taken by the AI component are limited in scope, e.g., controlling a single actuator or controlling the flow rate through a pipe. Note that the functionality of the AI system may be complex, provided the outputs are still limited; for example, an AI system using facial recognition in combination with other sensors to implement automated biometric access control.
The nature of the outputs or the decisions taken by the AI may support an adequate understanding of the range of potential behaviours of the AI component. In particular, a justification may be able to achieve some confidence in the completeness of any identification of failure modes, e.g., false positives/negatives, values that are too high/low. However, the output of such AI components is often a poorly behaved function of the inputs and so understanding when the AI component can or will fail remains challenging. This instability can also introduce unexpected additional behaviours, such as a greater sensitivity to noise on inputs, which may lead to oscillations or apparent inconsistency on an otherwise constant signal.
Furthermore, the use of AI for such functionality is only likely to be considered in cases where a complete requirements specification is already a significant challenge. If it were possible to simply or algorithmically determine the correct or expected decision on any given input, implementation of this algorithm in conventional software or hardware is likely to be a more appropriate solution. Yet where requirements cannot be readily specified, determining that the system is behaving correctly becomes a much harder challenge.
Full autonomy
A fully autonomous AI system can make decisions and plan complex sequences of actions that affect multiple interdependent systems. This category would include autonomous vehicles that are able to plan their own routes in response to onboard sensor data, as well as intelligent agents (sometimes called agentic AI) designed to achieve specified goals by reacting to current conditions and interacting with humans and other systems.
[bookmark: _Toc195095317][bookmark: _Toc195096337][bookmark: _Toc195098971][bookmark: _Toc195112399]Requirements for fully autonomous AI systems are necessarily at a relatively high level compared to what would be expected of hardware or software requirements for non-AI systems, typically specifying goals to be accomplished or states to be avoided. Such goals must be very carefully specified and are extremely susceptible to errors and omissions. While many misspecifications would likely be caught early in development and testing, there are likely to be many rarer situations or edge cases where the expected behaviour would be clear to any human reading the specifications but has not been adequately specified to exclude alternative, potentially unintended, behaviour.
Identifying all possible actions or sequences of actions of a fully autonomous AI is unlikely to be possible, let alone determining those that are safe. Without means to determine whether a planned sequence of actions is correct, any monitoring would necessarily be reactive, monitoring the state of the system and determining when it enters a state deemed to be unsafe, rather than proactively preventing the AI from executing unsafe sequences of actions.
Without significant progress in assuring AI components, the use of an AI system with full autonomy is likely to be limited only to applications where all possible system behaviours are demonstrated to be safe. In practice, this is likely to comprise only applications with no safety significance, or where external constraints can be implemented to bound the possible behaviour of the system, e.g., the use of an autonomous robot in an enclosed space.
[bookmark: _Toc206783081][bookmark: _Toc215229356][bookmark: _Toc215229621][bookmark: _Toc219470957][bookmark: _Toc222464013][bookmark: _Toc223508112]System changes over time
Justification of any system requires not only justification that it is safe when deployed, but also that it continues to be safe throughout its deployment. In particular, the justification must be maintained throughout any changes to both the system and its operating environment, each of which can affect AMSs differently from conventional systems.
System updates
Any confidence in the behaviour of AI components that can be obtained will typically be obtained through testing. However, this testing is only applicable to the version that has been tested. When system updates are made, systems are typically subject to an impact analysis, and testing is repeated for those tests that may have been impacted by the updates to the system.
In the case of an AMS, and particularly any system making use of ML, the behaviour of the system is determined by the training data and the method by which this data is processed alongside an input to produce the outputs of the system, i.e., the ML model and the training process. Changes to the data, the ML model, or the training process will change the behaviour of the system in ways that cannot feasibly be predicted and may be apparently unrelated to the changes made to the data or the system. These changes should be expected to both introduce new errors and change or remove existing errors. This is in contrast to conventional systems, where bug fixes or system updates can relatively easily be shown not to introduce new faults, particularly faults that are not associated with the parts of the system that have been modified.
Evaluation of AMSs is therefore more reliant on testing to demonstrate the behaviour of both the AI component and the overall system (although the effectiveness of testing is also limited – see Section ‎5.6), and this evaluation requires more extensive retesting to be performed whenever modifications are made to the system. The feasibility of justifying the use of an AMS will need careful consideration of how updates to the system will be managed to ensure that the system can be modified as needed throughout its life, e.g., if a critical error is found, if the operating environment changes, or if (non-AI) components of the system are to be replaced, and to determine the extent of any justification activities to be repeated. This may include not only repetition of testing, but repeating other activities such as hazard analyses in light of any potential new errors identified as a result of this testing.
Continuous learning
The use of AI components that continue to adapt after deployment will be particularly challenging to justify. It is currently infeasible to predict precisely how the behaviour of such AI components will change in response to new inputs, and hence the confidence that can be built in the behaviour of these components over time is extremely limited. Any use of continuously learning AI will therefore need to be limited to applications where any future behaviour of the AI can be tolerated, such as those described in Section ‎4.2.1.
Operating environment changes
Conventional systems are designed to function correctly across the complete operating environment specified by the system requirements. While this is also expected of AMSs, the data-driven behaviour will usually result in a model that optimises performance based on the distribution of the data, i.e., the AI component is likely to perform better in areas that occur more frequently in the training data. Performance and testing of AI is discussed in more detail in Section ‎5.6, but claims about the performance of the AI component are also likely to be dependent on the distribution of inputs and as such, the operating environment of the AMS must include not only the limits on what inputs might be expected, but also the distribution of the inputs.
AI systems are therefore more susceptible to data drift than systems with conventional software. Data drift can have many causes, ranging from significant changes in plant operation through to subtle changes over time such as sensor degradation.  The selection of training data may therefore need to make a trade-off between the accuracy of the AI and its ability to maintain this accuracy throughout its deployment. More focused training data might achieve better performance when deployed but be more susceptible to data drift, whereas more distributed data across a wider range of inputs might be more resilient to such changes in distribution at the cost of reduced accuracy.
This report recommends that the following topic is addressed by future research:
Research 04. [bookmark: _Ref214967767]Gain a more detailed understanding of the risk associated with AI system changes over time and the required approaches to manage this risk.
[bookmark: _Ref205298946][bookmark: _Toc206783082][bookmark: _Toc215229357][bookmark: _Toc215229622][bookmark: _Toc219470958][bookmark: _Toc222464014][bookmark: _Toc223508113]Measures to address failures of the AI
Any justification for the use of an AMS must show that the risks are ALARP. While justification of the suitability of the AI component will still be necessary, given the challenges with assuring AI components identified in Section ‎2.2, it is likely to be difficult to have confidence in such components comparable to the confidence that can be attained for conventional software- or hardware-based systems. Demonstration that the deployment of the AMS ensures that risks are ALARP will therefore focus on the application of the system, including the hazards associated with its deployment, any controls in place for these hazards, and the benefits of using an AMS compared to a system without AI, i.e., whether the use of AI enables more hazards to be eliminated, reduced or controlled compared to alternative solutions.
A first step is therefore to develop and explore the intended design of the overall sociotechnical system, to identify how the AI element is intended to be integrated within its wider context. This should include a proper exploration of the intended tasks and roles to be performed by AI and human elements of the system.
We identify the following alternative three high-level claims that may be made as part of the justification of the deployment of an AI component within an AMS:
· failure of the AI can be tolerated – even if the output of the AI is not optimal or is incorrect, the use of this output by other elements of the system will not cause a system-level hazard
· the behaviour of the AI could cause a hazard, but other components of the system prevent these hazards from occurring – these components may be automated or may include human supervision and intervention
· the behaviour of the AI could cause a hazard, but the risks are considered ALARP as the use of AI prevents or mitigates more significant risks
In practice, different hazards may be addressed in different ways, and an AMS will have characteristics of each, i.e., some potential hazards will be detected and prevented, and the remaining hazards are justified based on the benefits of deploying the AMS.
This report proposes that more research is needed in this area and around the overall risk and assurance framework (‎Research 04).
In the rest of this section, we consider each of these potential claims in turn, identifying characteristics or features of the AMS and its application that may support such a claim.
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AI components will sometimes fail. However, the hazards arising from the potential failures of the AI vary greatly, and in some cases, there will be no plausible hazards arising from a failure of the AI component. This may be the case for any possible failure of an individual component, or only applicable to particular types of failure or modes of operation. In such cases, the risks arising from failures of the AI may be tolerable with no further measures required to detect or prevent AI failures.
It should be noted that the lack of plausible hazards is only sufficient to demonstrate that the risks of deploying the AMS are tolerable. It is likely that further justification of the effectiveness of the AI will also be required to demonstrate that the risks are ALARP, as a system that fails the majority of the time is unlikely to be suitable for most applications.
Non-safety-related systems
For systems that are not safety-related or have no safety/security function, it is unlikely that the behaviour of the AI will directly lead to any plausible safety hazard. Note that AI components can behave in unexpected ways or fail in different ways from conventional components making failure analysis more difficult. Therefore, sufficient understanding of the role and potential behaviours of the AI component, and hence the potential failures of the system, will still be required to show that failures of the system have no safety impact. Further justification may also be needed to demonstrate that the use of AI should be preferred to any conventional alternatives.
It may be sensible to start with deploying AI components in non-safety-related systems, as early adopters may be able to gain the benefits of using AI technology in a bounded low risk application before deploying them in more critical systems. In the route map ‎[1], we discuss some potential examples of AI components that may fall into this category.
AI component cannot impact the safety functions
Even where AI is deployed in a safety or safety-related system, the AI functionality may be independent of any safety functions. Examples of such uses of AI might include logging or diagnostics, e.g., to identify trends or patterns in the recorded data.
This will require a very careful demonstration of the independence of the AI functionality. Whilst an AI component may not directly interface with safety functions, it may still provide content, information or advice to users who can themselves impact safety directly or indirectly. In the logging and diagnostics example, even if the AI component has no ability to “trip” the system, any logs or diagnostics would be interpreted by an operator. The operator would ultimately be responsible for any diagnostics or conclusions drawn from logging data and would therefore need to be aware that this data has been generated by AI, and understand how to interpret the output of the AI.
The feasibility of demonstrating the independence of the AI functionality will depend significantly on the understanding of the AI behaviour and the effectiveness of any system analysis. In particular, such a demonstration relies on being able to identify all possible actions of the AI elements within the system and so is unlikely to be possible for any systems with significant autonomy.
[bookmark: _Ref200040675]Tolerance of AI component behaviour
While the AI component may not be independent of the safety function, it may be possible to show that the system behaviour is safe for all possible outputs of the AI component. The key property of such systems that distinguishes them from the use of monitoring to detect AI failures (see Sections ‎4.2.2 and ‎4.2.3) is that the system does not determine the correctness of the output of the AI, but rather continues operating normally regardless of the output of the AI. Note that this does not preclude any monitoring of the AI – monitoring may still be implemented to track the performance of the AI, or to detect other types of failure of the AI component that are not specifically associated with the use of AI, e.g., hardware failure.
Demonstrating that all possible outputs of the AI component are acceptable requires being able to determine the complete range of outputs; this will typically be achieved by non-AI-based bounds on the outputs. These bounds may be intrinsic to the design of the AI component, e.g., a component in which the only outputs are 16-bit integers and hence only take a fixed range of values; implemented by conventional software or hardware, e.g., by defining a maximum output value and capping the output at that value; or even physical constraints, e.g., preventing a valve from opening beyond a certain flow rate.
Such a demonstration is only likely to be feasible for simple output spaces or systems with physical constraints. Examples might include the use of AI to optimise control parameters within a pre-defined range (provided all possible combinations of parameters within the range can be demonstrated to be safe), or the use of AI to control an autonomous vehicle or robot that is physically constrained within a specific region and lacks the capability to cause a hazard within that region.
We observe that simply showing that the outputs of the AI are bounded and that all possible outputs are safe may contribute to showing that the risks are tolerable but will not be sufficient on its own to justify the use of AI. While the behaviour of the AI may not lead to an immediate hazard, e.g., a temperature that is too high, this would also be true of a system using a non-AI component, or even a random number generator. Justification that the risks are ALARP will therefore also need to demonstrate that the use of the AI component is preferable to the use of alternative conventional components.
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In most systems, there will be plausible hazards arising from the incorrect behaviour of the AI component. In this section, we address automated methods that may be used to detect such incorrect behaviour and recover from it. Human supervision and intervention are discussed in Section ‎4.2.3.
For any AMS, it will be necessary to have controls in place to detect and mitigate any potential failures of the AI component. As the AI component is performing a sophisticated task that would otherwise be assumed to require human intelligence, it is unlikely that a non-AI-based system will be able to determine the correct output of the AI component on all inputs – if this were the case, the non-AI-based system would be expected to be deployed instead. It is therefore common for AI systems to be monitored by a human operator. In our consideration of the controls that may be put in place to prevent or detect failures of the AI, or otherwise mitigate hazards arising from its use, we first identify different categories of automated monitoring that may be put in place for an AI component, using both AI and conventional systems, and then address the role of human oversight of the system.
The architecture of the AMS would be expected to be similar to that of many complex system architectures containing lower trust components, in which safety and security protection is provided by a simpler system or safety monitor that detects when a system or component is close to being in an unsafe or insecure condition and acts accordingly. Monitoring of an AI component or system typically follows a similar approach to that of such systems: monitoring the inputs to the system, the outputs from the system, and any signals within the system that may be indicative of a problem.
Any use of a monitor is necessarily accompanied by a recovery strategy for when a problem is detected. Recovery strategies will be application-specific but typically require ensuring that the system reaches a safe state and/or handing over to another system. In the context of an AMS, it is unlikely to be possible to provide redundancy in the form of a conventional system due to the nature of the functionality provided by the AI component. Any handover is therefore likely to be to a human responsible for monitoring the system.
Below, we identify challenges or limitations associated with the application of three different categories of monitor to AI systems:
· Environment monitors: Monitoring the AI system or component to ensure that the operating environment is within the expected region and its inputs remain within a specified range that is known to be safe. 
· [bookmark: _Ref195186605]Health monitors: Monitoring the AI component’s internal state to identify states that are indicative of uncertainty or that the system is otherwise “stressed” or operating outside its effective region.
· Behaviour monitors: Monitoring the AI component’s outputs to ensure they cannot violate bounds on specified behaviours or invariants (predetermined guards) known to be safe. 
[bookmark: _Ref195201144]Monitors and guards will be made up by a mixture within the deployed AMS component and wider system. Note that the behaviour of some AI/ML algorithms may be so complex that it cannot be effectively monitored by conventional systems and only by other AI systems – these could be simpler or more explainable in nature.
Environment monitors
An AI component, or indeed any system, will only operate safely across a specified range of inputs; in the context of AI systems, and particularly autonomous vehicles, this is often referred to as the Operational Design Domain (ODD). The data that forms the specification of the behaviour of an AI component will not usually include data from outside of this ODD, and hence the behaviour on such data is unspecified and unpredictable. Any AI system would therefore be expected to include measures to ensure that the inputs are within the ODD.
For AI systems there are two principal additional challenges to providing a complete definition the space of inputs in which the AI can safely operate, and subsequently implementing a suitable environment monitor:
· The input data is typically complex and multi-dimensional, and system requirements may only specify the ODD at a high level. Such an ODD may not lend itself to a simple or objective characterisation that can be feasibly checked automatically. For example, an object detection algorithm may only be designed to analyse images taken in certain lighting conditions; determining whether a given image meets these conditions is much more complex than specifying bounds on certain input values and may be infeasible with current technology.
· The distribution of inputs on which the AI can operate correctly will in part be implicitly defined by the data used to train an ML model or otherwise define the behaviour of the device. This may be a particular challenge if the AI is trained on real operational data, which may fail to cover the full ODD, or be distributed unevenly across it, resulting in varying performance of the AI system across the ODD. Any monitor to detect such out-of-distribution data would necessarily be driven by the training data, and hence subject to many of the same assurance challenges as the AI system itself.
Implementation of monitors to determine whether the AI system is operating within its specified ODD may require the implementation of a more restrictive ODD that is amenable to monitoring. In some cases, this could even go further and restrict use of the AI system to only inputs that have been tested and where the AI component is known to behave correctly. However, one of the key benefits of AI is its ability to extrapolate from existing data, and restricting the operation of the AI system in this way would severely limit these benefits.
If such monitoring is not feasible, the deployment of the AI may require adapting or limiting other systems that interact with the AI system to ensure that inputs to the AI system are consistent with the ODD. This could include modification of the inputs to the AI system, e.g., increasing the contrast of images in low light levels, or modifications to the environment in which the AI system is deployed, e.g., installing additional lighting and monitoring to ensure the light level is always sufficient.
Development of out-of-distribution detection for AI systems is the subject of active research ‎[29]; such detection may be based solely on the outputs and internal values of the AI model, or may require modification to the AI system to support out-of-distribution detection. All methods depend on the assumption that the training data is distributed correctly, i.e., identically to the data that will be seen during operation. It is also noted in ‎[29] that in some cases there may be a trade-off between the out-of-distribution detection and the accuracy of the AI predictions. In conclusion at this time, monitors should not be heavily relied upon to detect out-of-distribution errors and AI algorithms should be developed to be more robust to handle this issue. The consequences of failure due to out-of-distribution errors should be explored thoroughly in the system hazard analysis.
Health monitors
The practicality of monitoring the internal state of the AI component itself will depend significantly on the AI technology used. As with the out-of-distribution detection methods, many AI technologies may claim to incorporate some measure of confidence in the output of the AI component. This confidence may be calculated in a variety of different ways; examples include training the AI to produce a confidence value alongside the functionality of the AI model ‎[30], calculating a value based on the strength of the output signal, or determining confidence based on the stability of the output on similar input data ‎[31]. In almost all cases, a health monitor will either be part of the AI component or dependent on its outputs and so will be subject to many of the same assurance challenges as the AI component itself, limiting its effectiveness as a monitor for the system.
In general, any “confidence value” or similar numerical measure provided of a model’s internal state is at best an approximation that should not be interpreted as a probability or form the basis of any reliability calculations. Any measure of confidence in the AI component, or other health monitor planned to be used, will therefore require careful examination to understand precisely what properties of the AI component and the computation are being monitored, and determine whether this is a suitable measure of the health of the AI component and the AMS as a whole.
[bookmark: _Ref205385982]Behaviour monitors
Given the unpredictable nature of AI outputs, particularly in the event of failure, an AMS would be expected to include monitoring of the outputs of the AI. In some applications, e.g., in the case of an AMS being used for design purposes, this monitoring may be as simple as checking the physical plausibility of an output or detecting specific known failure modes. However, in general, the complexity of an AI component means that it is unlikely that all possible incorrect outputs can be identified. Therefore, in cases where the AI is making automated decisions, even under human supervision, it may be necessary for a behaviour monitor to restrict the operation of the AMS to an operational envelope that is known to be safe.
There is a trade-off between the implementation of external controls for an AI component or system and the benefits from deployment of the system: a simpler system with greater limits on the potential outputs is much easier to monitor, but bounding the behaviour in this way will lose some of the benefits of using AI in the first place. A significant challenge is often in establishing an operational boundary for complex multi-dimensional data that enables the system to be both safe and effective, and that supports both detection of when a system is approaching or moving beyond the boundary and action to prevent potential hazards when movement beyond the boundary is detected. These key challenges are illustrated in Figure 4.
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Expanding on the monitor architecture in Figure 4 for the AMS several regions can be defined for the AMS’s operation, see Figure 5.
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Operational envelope: this is the normal expected operating environment for the AMS that will be defined by the application and the subsystem requirements attributed to the AMS. The operational envelope should be a subset of both safe and effective regions. Difficulties arise if the operational envelope is not fully defined or if it is not possible to determine whether the effective region fully encompasses the operational envelope.
Safe region: this region denotes the parameter space in which the AMS subsystem remains safe; its definition will be driven by the safety requirements, and knowledge of safe states for the system from the system hazard analysis. The AMS operating outside this region will be unsafe and needs to be detected; for example, environmental monitors may trip an alarm relay to an operator.
Effective region: this region of parameter space is defined by the system supplier or manufacturer as the region in which the AMS’s behaviour is known to be effective, driven by specifications and testing activities. In general, it will not be as simple and clear as shown in Figure 5, given the fragility of AI/ML algorithms. We also note that the AMS’s performance over the effective region is not guaranteed given the non-monotonic nature of most AI/ML algorithms (see Figure 2) with the potential for edge cases still to be present.
The ideal situation is that the AMS is functioning within the operational envelop; however, problems may arise, or the operating environment may change, causing the AMS operating context outside of this expected operational envelop. If the AMS is resilient and robust to the problem, it will continue to operate effectively, and if the problem can be tolerated (e.g., still within the safe and effective region) the AMS may recover without need for further intervention. The monitors and guards should intervene when either the effectiveness of the device or safety is compromised. In Figure 6, we illustrate these cases as a problem occurs and the potential different recovery paths within the monitor architecture.
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Further considerations for the monitor architecture
There is often significant overlap between hazards arising from the use of the AMS and situations where the AMS is unpredictable due to the lack of suitable training data, and hence behaviour monitors and environment monitors need not be distinct. Any monitor that prevents the AI system from entering such a state is both limiting the behaviour of the system and ensuring that the system remains within its ODD. Geofencing[footnoteRef:6] of an autonomous vehicle, or limitations on the range of movement of a robot, or interlocks on valve positions in a cooling system, are examples of such monitors. [6:  Geofencing refers to using location-tracking such as GPS to limit the locations in which a vehicle is permitted to operate.] 

Other monitors may need to be implemented at the system level, for example by monitoring the behaviour of the system itself as well as monitoring the behaviour, inputs to or outputs from the AI element within the overall system.
In some applications, rather than restricting the AI output to a potentially very limiting operational envelope, it may be possible to verify that the output of the AI system is safe before it is used; examples of such verification could include modelling of an AI-generated design or the trial execution of a planned sequence of actions on a digital twin. A key feature of such applications is that conventional systems are able to determine the suitability of any given solution, but the “creativity” or “intelligence” of AI is used to explore a potentially vast space of possible solutions. In such applications, the use of AI may be justifiable even if the failure rate of the AMS is particularly high – an AMS being used to optimise a design need only produce one optimal design among many failures, assuming evaluation of the designs is able to identify the optimal design.
This report recommends that further research is needed in the following topic:
Research 05. [bookmark: _Ref214971317]Develop a better understanding of the requirements for safety monitoring approaches in autonomous AI systems. 
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AI systems that may impact safety need to be designed and developed in such a way so that they can be effectively overseen by human operators. The primary aim of human oversight is to prevent, control or recover from AI-induced system failures in a timely manner, while a secondary aim would be to support incident investigation and long-term continuous improvement.
This section considers the following:
· factors determining the need for human involvement
· levels of human involvement
· establishing requirements for AI error detection and handling
· user-centred design principles for AI
Factors determining the need for human involvement
Given the nature of AI/ML, there are challenges and limitations as to what the AI component itself might be able to provide directly in terms of supporting human supervision and oversight (e.g., through the user interface and explainability provisions). This means that constraints on its use or system-level checks and other mitigations might be required to reduce the likelihood of undetected errors. 
The level to which human supervision and intervention may be required, and the nature of the measures to be introduced to support oversight, are determined by a number of factors. We have described the most important of these in Table 7. We note that the complexity of the AMS or challenges of the application may require other factors to be considered.
	Factor
	Impact

	Criticality of function 
	Human oversight should be proportionate to the risk associated with failure of the AI component and the degree in which the system can tolerate the failure. It is most likely that in certain highly critical applications, the use of AI is not an option.
Hazard analysis should determine the failure modes of the system and component so that appropriate measures are identified to support human awareness and control as mitigations to the risk of AI autonomy.

	Level of autonomy
	Levels of AI autonomy refer to the amount of independence the AI component will have. As levels of autonomy increase, there are growing, inevitable challenges with regards to human operators being able to detect and control potential failure modes.
In highly autonomous systems (e.g., real-time decision making), human oversight may be limited to passive or reactive oversight, such as trend analysis, review of system logs, periodic checks or audit. A risk-benefit analysis should determine whether a particular system’s degree of autonomy would have to be scaled down to allow for human operators to have adequate control. 

	Human-AI Interface
	A Human-AI interface (HAII) can comprise of a number of elements (such as GUI with visualisation, NLP, or text-based). The interaction model available will determine the capacity for a human operator to interact with the system so that they can seek explanations to prognose / diagnose system behaviour and output directly (i.e., supported by troubleshooting tools), or indirectly (by interpreting cues and system feedback).
There are limitations in this area in LLMs, but more purpose-built systems may have the capacity for human oversight support built in.
It is important to note that HAII doesn’t just concern the AI component, but also relevant procedures or artefacts such as logs or data.
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The systematic consideration of human oversight as a mitigation to risks associated with autonomy has been studied within resilience engineering since the 1980s. We can consider three broad levels of human-oversight as proposed in the EU AI Safety Act ‎[32]:
1. Human-in-command (HIC): The most comprehensive form of oversight. The AI system only acts when requested, and to perform only specified tasks. 
2. Human-in-the-loop (HITL): Used in systems with high level of autonomy that need to be balanced by human mediation for all or key decisions made by the AI system. This approach may not be suitable when considering systems designed for rapid decision making or high-volume data processing. 
3. Human-on-the-loop (HOTL): The human operator’s role shifts to a supervisor role. This approach balances automation with human oversight, allowing for intervention when necessary. 
On the basis of the above three levels of human involvement, we can consider HITL being the most realistic case for uses of AI in a nuclear context, although HIC may be utilised in more critical applications, or as a preliminary phase of training or introducing a new AI system before it is granted more autonomy. 
Having determined the level of human involvement required, we can consider what requirements should be placed upon the different elements of the AMS – the AI component, the operators, or the wider ecosystem. As discussed earlier, in order to support effective human oversight and intervention, we need to understand the possible AI component failure modes in different scenarios, and how errors might be detected and diagnosed, both in real-time operations and in more passive activities and tasks. 
There are different ways in which AI errors may be detected by humans – e.g., through direct observation of unexpected behaviour or output in real-time operation, or by identifying discrepancies during periodic checks.
We can therefore begin by considering the system activities that can be performed during error detection and recovery, and discussing how each of these might apply in the case of an AMS.
Establishing requirements for AI error detection and handling
The incorporation of error detection and recovery within a system may place requirements across several parts of the system. In the case of an AI system, we can consider both direct error information (alarms, data visualisation, issue log) and adequate cues and overall feedback to operators that provides enough understanding of the system state and the produced output, so that they can perform the following human oversight actions:
· Problem detection: The concern that “something may be wrong”. Operators need to be enabled to act upon cues that cause uncertainty. Undetected errors are a significant concern in the case of AI, so it is necessary that operators are vigilant and challenge the system when they feel it is necessary – even if a prompted investigation were to conclude that there is no actual fault or error. Problem detection is greatly dependent upon the experience of the operator.
· Problem indication: Communication of a concern to a stakeholder that can take action to investigate a potential fault or error.
· Error detection: The realisation that there is an error either in a single output, or in the overall behaviour or performance of the system. In many cases, when an operator detects an error, the fault or the cause may not yet be known. In many cases, based on their experience or reasonable expectations of the system output, an operator may not yet be certain that there is an issue and may perform a number of actions to determine whether there is an error or not. This is referred to as “problem detection”.
· Error indication: This activity concerns the reporting of error detection to someone who can act upon the error, if it is not possible for the person that detected the issue to resolve it themselves. 
· Error explanation: The localisation of an error and the identification of its causes.
· Error investigation: This can take several forms (e.g., observation of system behaviour, enquiry to colleagues, examination of system features, technical analysis, etc.)
· Error control: The controlling of the incident by stopping the error from causing more harm. At this point, the error has not necessarily been removed from the system.
· Error correction: The issue has been closed off and system has been updated to ensure the same error does not occur again.
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Applying such a framework to an AI application and its AMS can help to determine how different elements of the system may be designed or used to support humans in detecting, diagnosing and controlling AI-related failures (for instance, by helping to frame explainability requirements for the AI component to support each of these activities) and support the overall human-in-the-loop strategy. This can also help to determine and define roles and responsibilities for different stakeholders within the AMS, or consider and formalise aspects of communication between stakeholder groups, with the aim of effective human oversight and control. 
We can consider different types of responsibility (role, moral, legal, causal) as it relates to the use of AI ‎[20] and evaluate whether aspects of responsibility can be augmented or placed upon the AI component for a specific action. Reviewing and documenting roles and responsibilities of human operators, for specific tasks, as part of the AI system deployment, can help to design systems that effectively support human oversight. There are established practices for modelling and analysing operational responsibility for tasks performed by humans for conventional critical systems.
This report proposes that further research is needed in the following area:
Research 06. [bookmark: _Ref214971332]Develop a more detailed understanding of the AMS requirements for enabling human operators to detect AI-related error beyond explainability and through applying human factors approaches.
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In Section ‎2.2.3, we discussed how unexpected AI behaviours can lead to a failure of the AI. Even though we can accept that a certain manifestation of an AI application can be determined to have been a ‘failure’, it is difficult to attribute ‘error’ to some of these unexpected behaviours, especially in cases where AI behaviour is underspecified. Furthermore, the impact of these unexpected behaviours varies significantly given the application function and context. 
Below, we provide an abstraction for the notion of ‘AI error’, by considering the more organic and dynamic nature of how AI components can fail. AI error caused by these unexpected behaviours require a diagnosis from humans or other system components; this will be based upon the symptoms observed in the runtime AMS environment, in order to identify the problem that needs to be addressed.
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· AI pathologies such as hallucinations, confirmation bias or data drift are unwanted AI behaviours that can result in an AI error that has the potential to cause a system failure within the AMS.
· Causes are due to issues around the algorithm, data or software application that were a result of gaps in development or assurance.
· Symptoms are observable events or indicators in the AI algorithm output or user interface that are a result of a certain pathology within the AMS. Note that not all AI pathologies will have symptoms that are observable events or distinguishable; for example, a wrong but highly plausible output will be difficult to differentiate when verifying AI outputs.
The manner in which pathologies and symptoms manifest depends greatly on the level of AI autonomy and the complexity of the system. Different types of AI would have different pathologies; these can be considered a “vulnerability” in systems assurance (e.g., a classifier does not hallucinate results, but can be systematically biased towards a wrong output based on using incorrect features). Furthermore, the level of autonomy greatly impacts the ability of the overall system to detect symptoms that arise from these pathologies manifesting. It is therefore important that hazard analysis for any AMS systematically interprets these pathologies in the context of their application.
Further research is needed to establish a broad base of system pathologies and connect them to the more traditional assurance framework so that AI and general system assurance can be integrated.
In highly autonomous systems, a human-in-the-loop approach would be needed to ensure that operators or supervisors actively look for symptoms and are capable of performing a diagnosis or responding to symptoms in order to control and recover from these failures.
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In the previous section, we introduced the pathologies model for unwanted AI/ML behaviours that may manifest as ‘AI errors’. In this report, we have identified a wide range of pathologies that are specific to AMSs, arising from the characteristics and vulnerabilities of these systems, their data-driven, rather than explicitly designed behaviour (see Section ‎2.2.1). Also issues relating to assurance (Section ‎2.3) and integration within the wider sociotechnical system (see Section ‎3.2), human factors (see Section ‎2.2.5).
For any process of system assurance and acceptance, there should be a robust and broad process of risk and hazard identification, linked with a follow-up of considerations of mitigations, controls and detection symptoms.
From this analysis, we can see that there is a range of diverse behavioural problems, vulnerabilities and design challenges that system integrators and deployers must address within the risk analysis. We can characterise these different issues as arising from problems at different levels of abstraction using different models and viewpoints of the system in its integration context. This is outlined in Figure 10 below, where the different activities related to system risk management are shown. In broad terms, this approach is a generalisation of the usual risk management process, but adapted to AMSs to allow them to be considered from a wider set of viewpoints.
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[bookmark: _Ref215228937][bookmark: _Toc214980793][bookmark: _Toc215229668][bookmark: _Toc219471004][bookmark: _Toc222464060][bookmark: _Toc223508159]Figure 10: Risk assessment of AMS incorporating diverse modelling viewpoints and emerging pathologies
As AI/ML is still a relatively immature and emerging technology, we expect there to be an emerging corpus of further pathologies, hazards and risks that will be documented as the technology is more widely used. There should be ongoing research to document, collate and summarise key problem areas and potential solutions where applicable.
Research 07. [bookmark: _Ref214971347]Establish a broad base of AMS and AI pathologies and related guidewords that could be used to guide the hazard analysis proposed in this report.
	Phase
	Inputs
	Notes
	Outputs

	Scoping
	System concepts, system architecture, preliminary system or design documentation
	In this phase the system boundary for the AMS or AI model is established. There may be different places to draw the system boundary; for example, it could be limited to the technology only (which is limited), or widened in scope to include the upstream and contextual aspects of the system, including human factors, organisational processes and so forth.
Available relevant literature and known problems relating to the types of system to be analysed can be consulted to determine adequate coverage of AI pathologies.
	A range of system perspectives, boundaries and viewpoints from which later analysis can draw 

	Modelling 
	System concepts and boundaries
	From a coverage point of view, it is preferable to consider the system from differing perspectives to better determine the types of system problems that may be observed. 
Make use of existing modelling approaches from system and safety engineering to cover different perspectives. 
Typical models could include
· high- and low-level system architecture
· human factors viewpoints and task analysis
· supply chain analysis
· control theory relationships (e.g., from STAMP)
· role analysis
These models will capture different facets of the overall system, and can be used in the next phase of the process. Each model will allow different types of anomaly or pathology linked to the use of AI/ML technologies within a system.
	More concrete and documented system models, from different perspectives

	Hazard/risk identification
	Diverse system models
	In this phase we use structured or guideword-based approaches to “challenge” assumptions, interactions, interpretations and information flows between the modelling elements. 
For example, lower-level models could include guidewords relating to system components and data flows (more, less, other, etc.), as per a hazard and operability study.
For higher-level analysis, a guideword-based approach can be used to guide the analysis and to help determine the likelihood of the characterised pathology occurring within the system. For example, user interactions with AI can become pathologized due to inappropriate levels of trust in information generated by the AI model; the applicability of this human factors pathology could be considered within the system under analysis.
	Risk factors, hazards, mitigations, causes and potential problematic behaviours can be captured and documented

	Risk acceptance and ongoing monitoring
	Outputs from hazard analysis, review of the identified pathologies and potential causes, mitigations, symptoms, etc.
	In this phase the risks are considered and the review criteria are determined. For example, how often the analysis should be re-triggered, which could be linked to inherent uncertainty, complexity of application or risks associated with incorrect behaviour. Some metrics or criteria should be applied to consider whether there is adequate coverage of the AI pathology space and the system-as-deployed in its sociotechnical context (not just the idealised engineered or software system).
	A monitoring plan to review the ongoing risk analysis in light of changes, new evidence or emerging domain AI pathologies


[bookmark: _Toc214980802][bookmark: _Toc215229677][bookmark: _Toc219471013][bookmark: _Toc222464069][bookmark: _Toc223508168]Table 8: Example AMS systems engineering and risk analysis activities
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Section ‎4.2.2.3 discussed the need for human oversight and intervention and presented a framework for designing HITL strategies for AI systems. This places particular requirements for the AI system and its interface, so that it can support the human operator in detecting, diagnosis and correcting potential AI related errors.
When we consider the design of the AI interface, we can apply user-centred design principles that would apply differently for different types of systems. Several of these characteristics would need to be supported by functionality and not just interface design. This section provides an overview of some of these key issues.
[bookmark: _Ref206525611]Explainability and situational awareness
A key attribute of HAII is the notion of explainability. This is defined as the ability of the AI component to provide information that will help an operator eventually trust the output of the system, either by supporting human verification and confirmation of a certain output (e.g., details on the calculations performed, the data used, accompanied by degree of confidence in the results), or by helping humans detect and diagnose issues when they occur or in the long run (e.g., through trend analysis).  
Current AI technologies cannot provide a meaningful explanation of why a certain output has been produced; this is a well-documented issue, and it has not been a priority of the AI research industry to date. There are also many challenges in achieving explainable AI, given the black-box nature of ML and data-driven behaviours (as discussed in Section ‎2.2.1). However, we note that some models and algorithm types, such as decision trees, are naturally more human-explainable, and that explainability for more complex AI is in its early phases of research. It is possible that there will be significant developments as new AI systems are designed having explainability as a clearer objective from the start.  
It is important to define explainability requirements for a particular system so we can design the interaction and the functionality of the system. We can consider the purpose of an explanation request, and the format in which the explanation is given: 
· Different stakeholders within an AMS may have different questions or requests for explanation, and they may query a specific result, output or parameter, or might wish to audit the process or data that was followed. 
· The format in which the explanation is given can in turn be determined by the volume of information returned, the level of detail or granularity, and the overall understandability of the response to an explanation request.  
Beyond the AI component’s capacity for providing adequate explanations, the human operators also need to have a certain degree of situational awareness in a given scenario, so that they can better diagnose issues when they emerge. For this, it is important that the system and operator use consistent terminology to avoid confusion or misunderstanding. The operator should also be aware of the system state and status, any changes made recently, and have access to enough context and information around the conditions under which the system was operating, so that they can then determine what actions they should take towards correcting detected problems.
This report proposes that further research is required in the following topic:
Research 08. [bookmark: _Ref214971351]Define explainability within the context of AI applications for nuclear operations.
Supporting user action
When a user becomes concerned that there may be an error in an AI output or a fault in its process, they should be able to take certain actions to either further investigate to confirm or diagnose the issue, or attempt to make system changes to correct the problem. While aspects of the system’s interface (explainability) are key in helping users determine if/what the problem is, the system needs to also have provisions that allow users to perform these actions. 
The AI system should be designed to support the following user actions.
· User interrogation: The system should maintain logs, remember recent transactions and AI reports, and provide traceability to the dataset used, to allow the user to investigate results and decisions. User queries aiming to understand, verify or challenge a certain result should be supported by the system.
· User correction: The interface should allow the user to edit parameters, refine the output, or roll back to a trusted state when the AI system is potentially wrong. There should be provisions both within the user interface and overall system functionality to support such activities. 
Other elements of the AMS, such as procedures, notes, paper-based logs, or other stakeholders (e.g. system developer or maintainer), may be consulted by a system operator that is taking initial action towards diagnosing or correcting a fault. Issues around AI trust and organisational attitudes towards AI may have an impact on what actions operators may or may not take when they become concerned about the AI component and its performance.
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Sections ‎4.2.3 and ‎4.2.6 discuss the requirements that are placed upon the overall AMS and the AI component to support human oversight, supervision and intervention. There are also a number of competencies that are required for operators of AI systems to effectively use the technology, and to detect, diagnose and rectify potential issues in a timely manner. 
We can consider primary knowledge, skills and experience concerning the specific nuclear application and context, and aspects regarding AI technology itself – both in general, and for the application in question. Some AI-related competencies identified in current literature are given below:
· Digital literacy: Digital literacy refers to the general ability to effectively use modern digital technology.  Digital literacy contains both technical and cognitive skills, and includes the ability to detect and resolve problems with the technology when they arise.
· Computational literacy: This concerns knowledge of fundamental computing concepts (algorithms, logic, hardware/software interaction, complexity), and is essential to grasp how AI systems process information and execute tasks. 
· AI and data literacy: AI literacy concerns having knowledge of how AI systems work, their limitations and how they might fail. It is also important to be able to understand data types, sources, collection methods, cleaning, manipulation, reporting and visualisation – this enables individuals to better interpret the AI output, critically assess the quality of the data, identify potential bias, or recognise the limitations of the output produced.
· Linguistic literacy: Linguistic literacy is crucial for understanding the nuances of human-AI interaction, and the challenges AI faces with ambiguity or noise, especially when in applications of NLP and LLMs. 
· Ethical literacy: Ethical literacy is required for operators to be able to apply critical reasoning in order to identify aspects of moral concern around the use of AI. Ethical literacy concerns aspects such as transparency, accountability and fairness. 
· Nuclear and application context: For operators to be able to understand and eventually own the output of AI within nuclear applications, they need to be able to, in a sense, perform the task manually themselves (or by using conventional tools and systems). This requires domain knowledge and an understanding of the context within which the AI component operates.
Beyond the competencies that are required from individual users of AI technology, there are also a number of expectations from the overall adopting organisation. Organisational readiness for AI refers to the overall organisation’s ability to build effective AI strategies, measure AI success, and manage and mitigate AI risk.
Organisations will eventually need to have AI management systems that are designed to oversee the deployment, operation, and continual improvement of AI applications. ISO/IEC 42001 ‎[33] outlines some key requirements for organisations adopting AI and establishes guidelines for AI governance. 
This report proposes that further research is required in the following area:
Research 09. [bookmark: _Ref214971354]Define the competences and the overall required behaviours and mindset of human operators when using AI applications.
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The use of AI will inevitably introduce risks. Any deployment of AI must therefore be justified by demonstrating that the benefits of using AI, in terms of eliminating hazards or otherwise reducing risk, outweigh the risks introduced, and also that the use of AI ensures that risks are ALARP. This comparison of the benefits and risks will be application-specific and would be expected to follow established approaches in decision making ‎[14]. However, this decision making relies on a clear understanding of the benefits that AI can provide. In this section, we identify some of the potential benefits that the use of AI/ML may bring relative to traditional software- or hardware-based systems, or human operators, and give examples of how these might compare with the associated risks.
· New functionality: The AI/ML component is used to perform some function that could not otherwise be performed.
· Improved performance: The AI/ML component performs a function better than an existing or alternative solution.
· Automation: The AI/ML component automates a function previously performed by a human operator.
New functionality
The clearest potential benefit of using an AI system is that AI can perform some functions that cannot practicably be performed by a conventional software system or by human operators. This could include tasks that are currently technically infeasible without AI, e.g., the application of ML to large data sets to optimise inputs or predict failures, or the large-scale automation of tasks that would otherwise require too many human operators to be practicable, e.g., using power grid data to accurately model near future electricity demand, or the deployment of a large fleet of autonomous vehicles. Such applications are typically where the greatest potential benefits of AI can be found but also where system validation challenges would be greatest.
The use of AI to automate on a large scale enables previously time-consuming operator tasks to be performed more frequently or on a smaller scale. It may also support the distribution of operator tasks among a large number of AI systems, reducing the consequences of failure, e.g., replacing a large human-operated vehicle with several smaller autonomous vehicles reduces the hazard of one individual vehicle crashing. However, these benefits rely on the independence of AI system failures; performing a task more frequently or distributing it among many identical AI systems may be of limited benefit if a systematic fault results in the failure of all the AI systems. As for any widely deployed computer-based safety system, consideration of common cause failures is therefore essential. It may be possible to provide some diversity by small variations in the training or development of ML components, e.g., presenting training data in a different order or training on different subsets of data, but the effect of these changes on ML algorithms is unpredictable, and so any testing would need to be repeated on each different version of the ML component. Other much more significant common causes of failure such as incomplete requirements or incorrect training data may require greater diversity of AI systems. Any interactions between such diverse AI systems, e.g., autonomous vehicles operating in the same area, is likely to be unpredictable, as it is not possible for each to completely model the behaviour of the other.
Furthermore, the fact that the functionality of the AI system cannot practicably be achieved in any other way means that the operation of the system is entirely dependent on the AI, and hence a failure of the AI will prevent the function from being performed correctly. Moreover, it is likely to be more challenging to be able to detect such failures, if operators or conventional monitoring systems cannot determine whether the output of the AI is correct. To ensure that the AI only fails safely, it may therefore be necessary to restrict the outputs of the AI to a known set of safe values that can be monitored by other systems, although this may limit the benefits of using the AI in the first place.
Improved performance
Where a function can already be performed by conventional software or by a human operator, the use of an AI system may still offer improved performance compared with alternative approaches, e.g., with greater accuracy or speed than can be achieved by alternative methods. If a conventional system can be developed that can be shown to adequately and reliably perform the task, demonstrating that the use of an AI system reduces risks ALARP may be challenging. Conversely, the availability of non-AI systems to provide redundancy may go some way to supporting the use of AI, provided suitable monitoring and handover arrangements can be put in place.
There are many tasks that AI can perform more effectively than conventional software, and in some cases it may also be able to outperform a human. This is often the case in optimisation tasks, where an AI component can draw on large amounts of operating data to train an ML model of the system, e.g., minimising temperature variation during transients or planning control actions of a robot to reduce stresses on the system. The increased performance may be across all or part of the expected operating range, or it may be that the AI adapts better to edge cases or data outside of the specified operating range, but it is unlikely that the AI system will outperform the existing solution on all inputs. 
An AI system that provides only marginal benefits on a subset of potential inputs is unlikely to be justifiably ALARP, particularly if it introduces significant new hazards or failure modes, or it is not possible to completely identify all instances where failures will occur. However, if the potential outputs or actions resulting from the use of the AI system can be bounded to a region known to be safe, even in the event of failure of the AI component, then the use of the AI system may be possible. Optimisation applications, such as those described above, are particularly well suited to such controls, although adequate confidence in the performance of the AI would still be needed to demonstrate that the use of AI does indeed provide a benefit in the intended use case.
An AI component is likely to be able to process large volumes of data faster than a human. ML may also be able to predict or detect failures or other plant conditions earlier than conventional software systems. The earlier detection or correction of faults, and hence a reduction in stress on other protection systems, is a potential benefit of AI. Implementing such an AI system in addition to existing measures may ensure that failure of the AI system is safe, however if the AI leads to an increase in spurious trips, this may negate the benefits of introducing the AI system in the first place.
Automation
Even where it does not provide any new functionality or performance benefits over existing approaches, AI may still reduce or eliminate hazards by automating a process that would otherwise be performed by a human operator, e.g., by removing the need for an operator to be exposed to radiation while performing the task. Justification of the use of AI in such circumstances will require identification of both the potential consequences of failure of the AI, and actions required to recover from these failures. If failures, or the subsequent actions required to recover from a failure, present far greater hazards than the task that is being automated, the confidence required in the AI component is likely to be so great that successful justification is infeasible. Conversely, if the consequences of failure are negligible, and recovering from a failure presents no greater hazard than performing the task without AI, the risk of use of AI may be ALARP.
Alternatively, automation of an existing task by an AI could provide an independent check on decisions that are currently made by an operator. While demonstrating that the AI component behaves correctly on all possible inputs is currently extremely challenging, AI components will consistently provide the same output when provided with the same input, as for any software system. An AI system deployed alongside a human operator to alert the operator when there is a discrepancy between the operator and the AI may reduce the number of incorrect decisions, particularly for complex, frequent or monotonous tasks, where a human operator may be more likely to make errors. Given the challenges of demonstrating the reliability of an AI component, we anticipate that the operator would still be required to make the final decision in the event of a disagreement between the operator and the AI component.
Note that such an application of AI requires careful consideration of the interaction between the operator and the AI system: a lack of operator trust in the AI system would reduce its effectiveness as an independent check, whereas overreliance on the AI to identify operator mistakes may lead to unwarranted trust being placed in the AI to automate the task, and subsequent deskilling of the operators.
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The challenges identified in Section ‎2.2 are likely to limit the reliability that can be claimed for an AI component. The justification of the use of an AMS is therefore expected to focus on the complete system, and in particular the ability of that wider system to tolerate, or otherwise detect, mitigate and recover from, AI failures. However, the justification will still require some level of confidence in the correct behaviour of the AI component – even if all failures can be identified or are tolerable, a system that almost never produces the correct answer or performs worse than the non-AI alternatives is unlikely to be suitable for deployment.
In this section, we present some of the key characteristics of AI components that will impact the difficulty of making a defensible technical assurance argument for their use in a safety context.
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A justification of the complete AMS must have an adequate understanding of the AI component to support the justification, including
· the intended or expected behaviour of the AI component
· the range of inputs on which the AI component can operate, and the range on which it is expected to operate correctly, or within some “confidence” level
· the expected behaviour when it encounters data that is out of the range or profile of its training data set
· the complete range of possible outputs of the AI component
· how the behaviour may change over time
In general, AI technologies that provide greater flexibility and can do more are more difficult to have confidence in, as it is more difficult to identify and trace errors and failures back to incorrect implementation/data, or to some specific feature within the AI component.
As discussed above, contrasted with an engineered design process with system requirements being explicitly instantiated in traceable system design decisions, AI component models are developed using stochastic design approach, where behaviour is determined by system training data within a high-level architecture. It is often very difficult or meaningless to ascribe a failure within the AI behaviour to an implementation detail or a specific part of the model, or numerical weights within it. Informally we can talk about failures or errors at the AMS level, where some notion of intended system behaviour may be required to be implemented, yet not seen in operation.
Below we identify some key aspects that are either unique to, or significantly different for, AI systems and that are likely to affect the confidence it is possible to have in the AI component.
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As described in Section ‎2.1.1.1, there are three common learning paradigms for ML models, which we recap here.
· Supervised/semi-supervised learning – this uses labelled data sets for training, verification and testing, and is often used for classification tasks, or for regression, i.e., predicting continuous values based on input data. The outputs of supervised learning models can usually be compared with a ground truth, which supports the automation of testing (provided suitable test data is available – see Section ‎5.6) and may enable more effective human oversight.
· Unsupervised learning – this uses unlabelled data sets for training, allowing the ML to determine clusters and identify patterns and commonality. It is typically used for identifying previously unknown features (e.g., predictive maintenance), or for more open-ended prediction tasks. These tasks can often provide the most significant benefits, as they represent capabilities that may not be achievable by a human operator, but this also limits the opportunity for detecting incorrect outputs or responses.
· Reinforcement learning – these algorithms are given fixed goals, penalties and rewards based on potential actions. Performance is typically measured by the performance against these rewards as part of the training process and throughout deployment. This places considerable emphasis on justification of the requirements, and in particular that the reward functions used correctly represent the requirements, i.e., that meeting all requirements optimises the reward function. There are many anecdotal stories of unexpected behaviour from reinforcement learning algorithms with poorly specified reward functions.
Note that many AI components may combine elements of all three types of learning. For example, an LLM may use unsupervised learning to train to produce grammatically correct English sentences, before using a combination of supervised and reinforcement learning to train to respond correctly to prompts from a user.
Even once a learning paradigm has been chosen, there are typically a huge range of potential models to use. Different models have different capabilities but also different benefits, e.g., decision trees may provide for greater understanding of how the model will behave on different inputs but may be less effective. The configuration of the model also affects the performance of the AI, e.g., neural networks require selecting its hyperparameters such as the number of layers, types of neurons, etc. The optimal configuration will often be unique to a particular application, and is often found experimentally, but confidence in the technology used may be increased if it has been adapted from a model previously used successfully for similar tasks.
[bookmark: _Toc206783092][bookmark: _Toc215229369][bookmark: _Toc215229634][bookmark: _Toc219470970][bookmark: _Toc222464026][bookmark: _Toc223508125]Training process
Training an ML model is a specialist, computationally intensive activity, often requiring very large quantities of data. While some simpler models may be trained from scratch, most commercial deployments of ML use pre-trained models which are then further trained or “fine-tuned” using application-specific data. Examples of this approach include most uses of LLMs, which are typically based on a widely available generic LLM such as ChatGPT, and subsequently fine-tuned on a corpus of relevant documents.
The use of pre-trained models typically enables AI to achieve greater performance, particularly when development resources or training data are limited. However, pre-trained models are third-party components and, in many cases, lack provenance for their code and/or the training data. This allows for the possibility of backdoors (both accidental and malicious) causing the model to behave incorrectly under specific circumstances. Nevertheless, the use of pre-trained models as a baseline for subsequent fine-tuning with appropriate application-specific data may be ALARP in many applications where the performance benefits outweigh the risks of using third-party components, particularly in lower-hazard applications where the effort and data required to achieve equivalent performance on a bespoke model are not proportionate to the risks of using a pre-trained model. If used, sufficient detail of the training data and ODD should be available to demonstrate the relevance of this data to the application, in addition to other measures taken for any use of third-party or off-the-shelf components.
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The training process involves a gradient descent algorithm minimising a loss function. The amount, quality and relevance of the data together with how the learning process is designed and orchestrated can sometimes lead to overfitting which is where the model fits too closely to the training data and its noise, and cannot correctly “generalise” to unseen data ‎[34]. For example, in a medical setting, a machine learning algorithm intended to learn to detect specific anomalies in radiograms could unexpectedly learn to detect the name of the submitting hospital or consultant’s name in the image where most of the positive examples came from, rather than learning to detect the salient features in the image itself. Overfitting is an obstacle for AI technology hindering its generalisability to the overall population from the training data.
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As for any component of the system, requirements for the AI component will be derived from the system requirements and system architecture, although the challenges of defining requirements for AI systems discussed in Section ‎2.2.1 should be borne in mind. Care should also be taken to ensure that the capabilities of AI technology are not overestimated and that the system requirements of the AI component are achievable by AI. The AI component requirements derived from the decomposition of the system requirements are likely to require some translation or reinterpretation into requirements that make sense for an AI component.
Confidence in the AI component will depend on the extent to which the requirements can be verified. There are some key distinctions between AI components and conventional software that can be significant challenges to the verifiability of requirements:
· typical applications of AI are for complex problems where the requirements are subjective, e.g., identify images of cats, or where the expected outputs are not known or have multiple solutions, e.g., predictive maintenance and other optimisation problems
· an AI component will not provide an accurate response on all possible inputs and so will fail to meet any requirements that are written in absolutes
Achievable and verifiable requirements will therefore need to clearly specify the range of inputs that the AI is expected to operate on, and what level of performance of the AI component is acceptable. This may vary depending on the operating environment or the type of error. For example, an AI component identifying structural defects in captured images may be expected to achieve better performance on larger defects or defects in particular structures, and false positives may be more acceptable than false negatives.
Requirements for individual aspects of the AI component, e.g., training and test data, or the machine learning algorithm, will also be derived from the requirements of the AI component. However, the lack of understanding of how these aspects interact to produce the behaviour of the trained model means that it will be challenging, if not impossible, to demonstrate that these requirements are sufficient to meet the higher-level requirements.
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While there are many different models of AI, they all represent different methods for analysing existing data sets to infer the expected output on data drawn from the same distribution. This training data can take many forms; common examples would include sets of input-output pairs for training a classifier, or a corpus of texts for training an LLM, however simulated environments used for reinforcement learning or adapting genetic algorithms also represent a form of training data.
[bookmark: _Hlk213416663]Regardless of the flavour of AI used, the training data has a significant impact on the performance of an AI model, and hence any use of AI would be expected to justify that both the quantity and the quality of the training data are adequate to provide confidence in the correct behaviour of the trained model across the entire input domain.
A core part of the safety assurance case for the AMS component will be on justifying the data sets used during the development and verification and validation of the trained model/algorithm. The challenge of justifying data sets is not new with similar problems arising from the use of prior-use and operating experience data to make safety justification claims (see ‎[35]). We believe this can be achieved by demonstrating the same key data set principles, but applied to AI/ML data.
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The data set principles provide a high-level framework for assessing and evaluating the importance of any issues within the training and test data set. It also provides a structure for data justification within the safety assurance case, i.e., “the data set principles have been met”, and then decomposing the claim into claims around each principle.
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Relevance. The data must be demonstrated to be relevant to the intended application.
Data integrity. The gathered data sets must be trustworthy and of high quality. If the data is suspect (e.g., incorrect tags) or incomplete (e.g., missing features), then any claim based on the data is also drawn into question. Data security considerations should also be considered when demonstrating integrity.
Sufficiency and completeness. There must be enough data for effective learning and verification and validation of the trained model. The coverage of the data set of the device’s “effective” region should be considered when arguing sufficiently and completeness.
No AI/ML data set will be perfect, for example, when arguing sufficiency, in most cases it will likely not be possible to claim that the training data set contains all possible events and scenarios that the system will experience within the operation environment, leading to out-of-sample issues.
This report proposes that further research should be undertaken into how the data set principles can be applied to AI/ML training and test data to form a basis for their justification within the AMS component in the safety assurance case.
[bookmark: _Toc215229374][bookmark: _Toc215229639][bookmark: _Toc219470975][bookmark: _Toc222464031][bookmark: _Toc223508130]Data challenges
Obtaining sufficient data to train a model is often a significant challenge. In general, increasing the quantity of data improves the performance of the model, although this relationship is not linear ‎[36], with diminishing returns in performance relative to the increased computational resources required as data sets get very large.
More complex learning algorithms and applications with larger, higher-dimensional input spaces, such as image recognition or autonomous driving, typically require larger data sets to achieve the same level of performance. For example, many available benchmarks in computer vision consist of millions, or even tens of millions, of labelled images.
The data must cover the entire input domain, including accident conditions and failures of other system components (e.g., sensor failure), but also must be appropriately distributed. The distribution of the data should take into account all factors that could affect the data input to the AI component, including not only the expected values of any inputs, but also the potential impact of other factors such as noise or drift from sensors.
Ensuring that all data is distributed identically to that expected during operation provides confidence that the trained and tested model will meet its requirements during operation. However, this can result in the data containing relatively few examples of unusual events or transients, which may degrade performance in these situations. It may therefore be appropriate to modify the distribution of data to include more examples relating to inputs where failure of the AI component would present significant hazards. For example, the training data for an AI system monitoring for leaks might overrepresent different types of leaks to ensure that all leaks will be successfully detected.
The provenance of the data used is a key factor in determining the feasibility of achieving a data set that is suitably representative of the intended application.
The following research topic is proposed by this report.
Research 010. [bookmark: _Ref214971411]Develop a more detailed understanding of how to manage the risks associated with learning data, particularly in the long term.
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AI applications will typically use data from a variety of sources at different stages of training and testing. Below, we identify three common sources of data for AI applications, and some of the relative benefits and challenges of each.
· Real data from the intended application provides the greatest confidence that the data is representative of the planned deployment but is often difficult to obtain in sufficient quantity to support training of AI models. This challenge is exacerbated for abnormal modes of operation such as plant faults or sensor failures; these are often when greatest reliance is placed on the safety function performed by the AI, yet they are typically a very small fraction of the real data, which may degrade the trained performance.
· Commercial or open-source data sets are often collated from a wide variety of sources. This results in larger data sets covering a broad range of inputs, which typically provides sufficient training data for training purposes and may help to ensure adequate coverage of the input space. However, the data set is unlikely to have the same distribution as the expected application and consideration must be given to the differences in distribution and the impact these may have; this might also need to include selecting a suitable subset of the data to better represent the planned application. Analysing these differences is easier if details are provided of the original sources of the data, which may or may not be available.
· Simulated data may be able to be generated in sufficient quantities for training but are dependent on an accurate model of the deployment scenario. However, even the most detailed models still make some simplifications or approximations. Given the limited understanding of how even such small changes in the data affect the resulting model, it will be challenging to build confidence in an AI model that has been trained only on simulated data, although simulated data might be used to supplement other data sources to address weaknesses identified in those data sets.
Data quality issues will need to be addressed, given the central role of data in determining the behaviour of an AI model. In some cases, this will include data cleaning – removing outliers and errors, data normalisation, and other forms of data preparation. Conversely in other cases, it may be appropriate to “fuzz” the data – introducing controlled amounts of noise and variability to reduce the propensity for model overfitting. Particularly where external data is used, consideration will need to be given to its suitability for training for the intended task.
There should be a documented technical justification about the selection and preparation of data used for training.
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The vast majority of AI models lack sufficient explainability to understand how the inputs are processed to provide outputs. This leaves black-box testing as one of the few ways to probe the performance of a trained model and determine whether it meets its requirements. However, although testing can provide some confidence in the AI component, it suffers from several limitations that prevent it from feasibly demonstrating the reliability typically required of any safety or safety-related system.
AI applications invariably have vast and complex input spaces, even when compared with typical applications of conventional software-based systems. Testing is unlikely to be able to achieve coverage of anything but a small fraction of the input space. In conventional software systems, where 100% coverage is not possible, testing focuses on boundary values and edge cases. However, the use of such test cases to infer the correct behaviour across the whole input space is based on two properties that may not hold for AI components:
· Boundary values can be identified. As discussed in Section 5.2, requirements for AI systems can be defined at a higher level, or even by the data itself, and hence it may not be possible to clearly identify suitable boundary values or edge cases to test, or class boundaries may be so complex that thorough testing remains infeasible.
· Behaviour between boundary values is predictable. Testing of conventional software places emphasis on boundary values as the behaviour between such values is predictable. However, this predictability relies on an understanding of the control and data flow within the software that is often absent from AI algorithms. Indeed, AI algorithms have been observed to behave poorly, with defects far from expected edge cases or classification boundaries.
The feasibility of extensive testing is also limited by challenges with the automation of testing. An AI model is expected to perform tasks that traditionally would have been expected to be performed by humans, and so the generation and evaluation of test cases cannot be automated. In most applications, this means that each test case requires review by a human, either to define the expected output, e.g., in the case of classification or other supervised learning where the test cases will comprise input data labelled with the expected result, or to review the output of each test case to determine whether it meets the requirements, e.g., in the case of an LLM or other generative model. This manual review will not be practical on a large scale. It may still be possible to implement testing on this scale, such as with real data gathered during operation, or using commercially available pre-labelled test data sets, but the suitability of these data needs careful analysis to understand the applicability of the test data to the planned application of the model.
Despite these challenges, testing will be an important part of justifying any AI system and should be expected to be performed on any trained model. However, care must be taken to understand the precise scope and results of the testing and hence determine the claims about the system that the testing is able to support.
Test data is often produced by partitioning a single data set into separate training and testing data sets. The data partitioning should be done in such a way to ensure both training and testing data sets are similar in their profile and distribution, and that the test data is representative of the values expected to be seen in operation. Such testing data can provide evidence that the trained model fits the data, and hence build confidence in the suitability of the model and the sufficiency of the data to train a model, but does not provide evidence that the model will behave as intended when deployed. In particular, such testing will not identify any systematic deficiencies in the training and test data sets and further analysis would be required to show that the training and test data used is equivalent to that seen during operation.
There are various measures of performance that are commonly used for AI components, each of which may support different claims about the trained model. Understanding these metrics is particularly important if the AI component developed or trained by third parties who may report a variety of such metrics. For example, two common metrics for binary classifiers are precision and recall, which correspond to how well the classifier avoids false positives and false negatives respectively.
Some AI models may incorporate a measure of confidence in the output of the AI, intended to indicate the confidence that the output of the model is correct. These measures are often either learned in the same way as other outputs of the model or generated by exploring the output of the model on similar inputs. In either case, there is little evidence of how any such measure corresponds to the probability of the output being correct, and so these confidence values should not be relied upon during operation of the AI system.
The following research topic is proposed by this report.
Research 011. [bookmark: _Ref214971420]Develop a more detailed understanding of the limitations of testing of AI systems and consider alternative assurance approaches.
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Configuration control should be implemented for any computer-based system, alongside a justification that the system will continue to meet its requirements throughout its lifetime. This includes processes for implementing updates to the system and performing any necessary reverification and revalidation.
The implementation of configuration control for AI systems need not differ significantly from conventional systems. Configuration control should be applied to all artefacts produced or generated during the development and training of the AI component, including the training and test data, the algorithm and training process used, and the final trained model, i.e., any element that may affect the behaviour of the final system.
The typical update process for a safety system requires an impact analysis of the change, and then suitable reverification and revalidation of any components of the system that are affected by the change. For an AI system, understanding the impact of any change is particularly challenging – even the ordering of the training data can significantly affect the resulting model. Any change to any of the inputs to the training process is therefore likely to require complete revalidation of the trained model in addition to any reverification of the modified artefact.
This repetition of all justification activities will be needed for anything that could have an impact on the behaviour of the AI or the correctness of its output. This is not limited to the algorithm itself, but includes the data and the training process as well. Even updates to other components of the system or to the wider operating environment will affect the applicability of any training and test data; if the existing training/test data cannot be shown to be suitable for the new operating environment, an update to the AI will be needed.
In determining whether the use of an AI can be justified throughout the life of the system, an operator must determine how any changes that have the potential to affect the AI component will be identified, and the measures that will be taken to determine the impact of these changes and update the justification. Maintenance of the justification may be significantly more effort than for non-AI systems due to the wider range of factors that may affect the AI system that we have discussed, particularly the increased need for reverification. The feasibility of this maintenance should be considered at the time of developing the AI system – it may be the case that this is only feasible for systems where very limited updates or changes to the operating environment are expected.
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The aim of this report is to consider how UK nuclear regulation can safely enable the application of artificial intelligence and machine learning applications in operations affecting nuclear material, and to identify the key areas for future research.
We have provided an overview of AI technology and its potential benefits, and in particular the challenges associated with the assurance of AI components such that, at present, the reliability of AI components cannot be shown to meet the levels expected of conventional technology. As a result, we established that assurance of systems incorporating AI will need to demonstrate that failures of the AI component can be tolerated by the system, or else that such failures can be identified, mitigated and recovered from, and hence that the residual risks of AI deployment are outweighed by the benefits the use of AI will bring.
We have described a model of a typical AI-modulated system (AMS) and its related elements that can provide a basis for an analysis of the risks associated with the system, and specifically with the use of AI components. A key focus of subsequent research for the whole industry will be to establish the extent to which existing structured system analysis techniques (such as HAZOPS) can be applied to AI-modulated systems and any adaptations that would be required to do so.
Building on this model and the potential interactions between elements of the AI-modulated system, we identified key characteristics of AI-modulated systems and their applications that will affect the feasibility of assuring such systems:
· The level of autonomy the AI component has. AI applications in which the AI has more autonomy have the potential to bring much greater benefits. However, applications with greater autonomy have a much wider range of potential behaviours, including potential failure modes, and may limit the feasibility to detect and recover from such failures.
· The extent to which the system and its operating environment will change over time. AI that learns in real-time during operation is unlikely to be feasible to justify. Even AI models that maintain a fixed state once deployed are substantially more sensitive to changes in the system and operating environment in which they are deployed, and may require greater effort to maintain the justification through such changes and any corresponding updates.
· Whether failure of the AI component can be tolerated. It should be expected that AI components will sometimes exhibit incorrect behaviour during operation and, where possible, the system should tolerate these errors with no impact on safety. This might be achieved by bounding the outputs of the AI, or through a system architecture that ensures the safe operation of the overall system regardless of the AI output.
· The feasibility of supervision and intervention. The complexity of the tasks performed by AI may limit the feasibility to detect failures of the AI through automated monitoring or human oversight. When failure detection is implemented, intervention must occur early enough and effectively enough to enable the system to reach a safe state – this may be a particular challenge when handing over control to a human operator.
· The benefits the use of AI brings. The use of AI will inevitably introduce risks associated with the uncertainty in any AI component. Justification of any use of AI will therefore need to consider the risks that can be eliminated or mitigated by the use of AI to support a demonstration that the use of AI ensures that risks are ALARP.
Even though it will not be possible to demonstrate the same level of reliability for the AI component as can be achieved for conventional software, the extent of the confidence in the AI component’s behaviour that can be built will still affect the feasibility of justification. We therefore identified those aspects of the AI development lifecycle that differ significantly from that of conventional software, and the impact this may have on the effectiveness of the AI component.
AI is a novel and versatile technology that has the potential to bring significant benefits to the nuclear industry by optimising existing capabilities and providing new functionality that is not possible with current technology. However, the use of AI introduces significant complexity and uncertainty to a system, which challenges current approaches to the assurance of software-based systems. This work highlights the extent of this challenge and identifies key characteristics of the application of AI that will affect the feasibility of system assurance. Future research in this area will be required to study potential approaches to building confidence in AI-modulated systems, and the impact of the each of these characteristics on the effectiveness of these approaches.
[bookmark: _Hlk222215042]Below we identify key areas of research that we consider should be addressed as part of an overall nuclear industry route map for AI adoption. Several of these areas for future research concern the wider AI industry and not just the nuclear sector.
1. Exploration of different use cases in which the nuclear industry is interested in deploying AI/ML systems. Therefore, a horizon scanning survey should be performed to identify immediate and near future use cases from licensees, manufacturers and AI/ML system suppliers.
2. Development of a set of principles that enable an AI/ML assurance framework. In particular, research should focus on defining an overarching set AI/ML assurance principles for the UK nuclear industry.
3. Any AI assurance framework should start with developing and trialling techniques for levels of autonomy up to “Limited control” before tackling fully autonomous systems.
4. Gain a more detailed understanding of the risk associated with AI system changes over time and the required approaches to manage this risk.
5. Develop a better understanding of the requirements for safety monitoring approaches in autonomous AI systems.
6. Develop a more detailed understanding of the AMS requirements for enabling human operators to detect AI-related error beyond explainability and through applying human factors approaches.
7. Establish a broad base of AMS and AI pathologies and related guidewords that could be used to guide the hazard analysis proposed in this report.
8. Define explainability within the context of AI applications for nuclear operations.
9. Define the competences and the overall required behaviours and mindset of human operators when using AI applications.
10. Develop a more detailed understanding of how to manage the risks associated with learning data, particularly in the long term.
11. Develop a more detailed understanding of the limitations of testing of AI systems and consider alternative assurance approaches.
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	Term
	Definition

	Artificial intelligence
	A non-human program or model that is able to solve sophisticated problems tasks that traditionally would have required humans to perform.

	Accuracy
	The fraction of the correct predictions that the AI/ML model makes from all predictions.

	AI-Modulated System (AMS)
	A sociotechnical system containing AI or ML elements that shape or influence system behaviour.

	Baseline
	A model to be used as a reference point during the development of more complex models. It provides a “ground truth” performance reference.

	Bias
	The phenomenon of observing results that are systematically prejudiced and shifted from the true representation within the data distribution.
In ML, bias often arises from the choice of training and test data sets’ populations not being representative of the real environment.
See also Fairness.

	Confidence measure / confidence calculation
	A metric about the uncertainty in a prediction. For example, an estimated probability that an input falls into the predicted class or a probability that an object has been found in a certain area of an image.
Confidence measures can be combined into a single number, so it is useful to understand how they are calculated.

	Classification
	A type of AI/ML algorithm aimed at labelling or distinguishing inputs based on two or more predefined discrete classes.

	Defence in depth
	An approach where multiple layers of security or safety controls are used, providing redundancy in the case one control fails.

	Digital twin
	A computer model used during ML simulations, for example a model of the system the ML will be deployed within or of an environment such as the final deployment scene. Used to assess performance during simulations with representative data.

	Edge cases
	Rare events where the response of the AI/ML may be more unpredictable and so may have a higher probability for failure.
Hard to test against during development due to the low frequency with which the events occur in the operational domain.

	Fairness
	Fairness relates to whether the algorithm produces an equitable outcome across all distributions. Different measures of fairness exist, such as having similar distributions of error across different groups.

	Genetic Algorithm (GA)
	Adaptive heuristic search algorithms that belong to the larger part of evolutionary algorithms. GAs are based on concepts of natural selection and genetics.

	Machine Learning (ML)
	A type of algorithm that trains a model on a data distribution to make useful predictions for never before seen data from the same distribution.

	Model
	The ML entities used to make predictions and capture the representation of the learning of an ML system. This comprises the model parameters or model weights derived from the training process and shapes the behaviour of the AI element within the wider system.

	Operational Design Domain
	The range of environments and operating conditions within which the system is designed to operate. This includes a range of factors, including the ranges of different input values, their distribution, and the context in which the system is deployed.

	Precision
	A metric for classification models. Similar to Accuracy. The fraction of the model that is correct when predicting a particular class (usually the positive class).

	Prediction bias
	A measure for how far the average of predictions made is away from the average of labels in the data set. Can be used to identify bias in a trained model.

	Performance (AI/ML)
	Measuring the correctness of a model to make predictions.
How good are the model’s predictions?

	Recall
	A metric for classification models. The fraction of the number of true events that the model identified in a data set.

	Reinforcement learning
	A type of machine learning that is given a goal or reward for certain behaviour and generates its own solution. Solutions are generated using unguided exploration of data or an environment, e.g., through simulations.

	Self-learning / self-adaptation
	The ability of the AI algorithm to adapt and learn.

	Supervised learning
	A type of machine learning that uses labelled data sets for training such as images with marked objects.

	Training
	The process of learning the desired behaviour from a data distribution with the goal of making similar predictions on never-before-seen data.

	Trained Model
	See Model.

	Training / validation / test data sets
	The data sets used to train ML models and evaluate their performance.
Training data is a set of representative data used to converge on a solution. Validation data is a sample used during training to assess current performance. It may be a randomised subset of the training data. Test data should be independent from training/validation data and is used for testing performance.
Testing/validation/training data sets may have different population distributions. Training data should be representative of the final distributions and data types. Test data doesn’t change the algorithm so can be more focused on specific issues of concern depending on the performance being assessed. 

	Unsupervised learning
	A type of machine learning that uses unlabelled/unordered training data such as a set of unmarked images of similar objects.
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	AI
	Artificial Intelligence

	AI/ML
	Artificial Intelligence / Machine Learning

	ALARP
	As Low As Reasonably Practicable

	AMS
	AI-Modulated System

	CNSC
	Canadian Nuclear Safety Commission

	GA
	Genetic Algorithm

	GUI
	Graphical User Interface

	HAII
	Human-AI Interface

	HF
	Human Factors

	HIC
	Human-in-Command

	HITL
	Human-in-the-Loop

	HMI
	Human-Machine Interface

	HOTL
	Human-on-the-Loop

	HRA
	Human Reliability Analysis

	IAEA
	International Atomic Energy Agency

	ICBM
	Independent Confidence Building Measure

	IET
	Institution of Engineering and Technology

	IT
	Information Technology

	LLM
	Large Language Model

	ML
	Machine Learning

	NIST
	National Institute of Standards and Technology

	NLP
	Natural Language Processing

	ODD
	Operational Design Domain

	ONR
	Office for Nuclear Regulation

	PE
	Production Excellence

	RBDMS
	Risk-Based Data Management System

	SQEP
	Suitably Qualified and Experienced Personnel

	UI
	User Interface

	US NRC
	United States Nuclear Regulatory Commission

	V&V
	Verification & Validation
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[bookmark: _Ref206782846]C Sun, A Shrivastava, S Singh, A Gupta, Revisiting Unreasonable Effectiveness of Data in Deep Learning Era, International Conference on Computer Vision (ICCV), 2017.
[bookmark: _Ref206780830]ISO/IEC TR 5469:2024, Artificial intelligence – Functional safety and AI systems.
[bookmark: _Ref206780871]Department for Science, Innovation and Technology, International AI Safety Report, January 2025: https://www.gov.uk/government/publications/international-ai-safety-report-2025 (accessed Aug 2025).

[bookmark: _Ref206781352][bookmark: _Toc206783103][bookmark: _Toc215229383][bookmark: _Toc215229648][bookmark: _Toc219470984][bookmark: _Toc222464040][bookmark: _Toc223508139]…
[bookmark: _Toc206783104][bookmark: _Toc215229384][bookmark: _Toc215229649][bookmark: _Toc219470985][bookmark: _Toc222464041][bookmark: _Toc223508140]Overview current international standards & reports
This appendix contains a summary of some key international standards and industry reports that were published recently.
[bookmark: _Toc206783105][bookmark: _Toc215229385][bookmark: _Toc215229650][bookmark: _Toc219470986][bookmark: _Toc222464042][bookmark: _Toc223508141]International standards
[bookmark: _Toc206783106][bookmark: _Toc215229386][bookmark: _Toc215229651][bookmark: _Toc219470987][bookmark: _Toc222464043][bookmark: _Toc223508142]ISO/IEC 5469:2024: Artificial intelligence — functional safety and AI systems
ISO/IEC 5469 ‎[37] provides guidance for the use of AI in safety-related functions. It aims to ensure that AI technologies can be safely integrated into systems that require high reliability and safety standards. The standard addresses the following key areas:
· AI in safety functions: It discusses how AI can be utilised within safety-related functions and the necessary measures for safety when deploying AI systems.
· Non-AI safety functions: The standard also covers the use of traditional safety functions to maintain safety in AI-controlled equipment.
· Development of safety functions: It provides guidance on designing and developing safety-related functions using AI technologies. 
ISO/IEC 5469 also details verification and validation techniques, control and mitigation measures, and processes and methodologies.
The standard aims to be consistent with IEC 61508 in terms of terminology and having a systems approach to integrating AI technologies and functional safety, while it also attempts to align with ISO 22989 (Information technology for AI). The standard also references other key functional safety standards such as ISO 22989, ISO 26262, IEC 62061, ISO 13849 and IEC 61511.
[bookmark: _Toc206783107][bookmark: _Toc215229387][bookmark: _Toc215229652][bookmark: _Toc219470988][bookmark: _Toc222464044][bookmark: _Toc223508143]ISO/IEC 42001 Artificial intelligence – management system
ISO/IEC 42001 ‎[33] is a recently published standard for artificial intelligence management systems, describing a structured framework for governance of the development, deployment and operation of AI. An AI management system is expected to provide
· a structured framework for governing AI projects, AI models and data governance practices
· AI risk management – identification, assessment and mitigation of risks associated with AI, including bias, accountability and data protection
· ethical AI principles – encouraging transparency, fairness and accountability in AI development and deployment
· continuous monitoring & improvement – a process for reviewing AI performance and refining AI governance strategies
· stakeholder engagement – promoting responsible AI by involving compliance teams, AI developers and risk management professionals in decision-making processes
[bookmark: _Toc206783108][bookmark: _Toc215229388][bookmark: _Toc215229653][bookmark: _Toc219470989][bookmark: _Toc222464045][bookmark: _Toc223508144]ISO/PAS 8800:2024: Road vehicles — safety and artificial intelligence
ISO/PAS 8800 ‎[8] applies to road vehicles that include one or more systems that use AI technology. Although it is not directly applicable to the nuclear sector, it provides a set of useful principles and perspectives for use of AI within safety related applications.
The standard aims to address the risk of undesired safety-related behaviour at the vehicle level due to output insufficiencies, systematic errors and random hardware errors of AI elements within the vehicle. This includes interactions with AI elements that are not part of the vehicle itself but that can have a direct or indirect impact on vehicle safety.
The development of AI elements that are not part of the vehicle is not within the scope. These elements can conform to domain-specific safety guidance. This document can be used as a reference where such domain-specific guidance does not exist.
The standard describes safety-related properties of AI systems that can be used to construct a convincing safety assurance claim for the absence of unreasonable risk.
[bookmark: _Toc206783109][bookmark: _Toc215229389][bookmark: _Toc215229654][bookmark: _Toc219470990][bookmark: _Toc222464046][bookmark: _Toc223508145]Industry & government technical reports
[bookmark: _Toc206783110][bookmark: _Toc215229390][bookmark: _Toc215229655][bookmark: _Toc219470991][bookmark: _Toc222464047][bookmark: _Toc223508146]IAEA - Artificial intelligence for accelerating nuclear applications, science and technology
This report ‎[6] was produced by Brookhaven National Laboratory, United States, on behalf of the IAEA, and was published in 2022.
The document provides an overview of the current state of the art, outlines challenges, and identifies opportunities for accelerating nuclear applications, science and technology with AI. 
This publication encompasses the development and applications of AI in human health, food and agriculture, water and environment, fundamental nuclear data, nuclear physics, fusion, nuclear power, radiation protection, nuclear security and safeguards verification. It also addresses the ethical impact of the convergence of AI and nuclear technologies.
[bookmark: _Toc206783111][bookmark: _Toc215229391][bookmark: _Toc215229656][bookmark: _Toc219470992][bookmark: _Toc222464048][bookmark: _Toc223508147]UK government - AI safety report 2025
This report ‎[38] was produced by the Department for Science, Innovation and Technology and the AI Safety Institute. it was written by 100 AI experts including representatives nominated by 33 countries and intergovernmental organisations. 
The document provides an overview of the state of AI capabilities and risks focusing on general-purpose AI – or AI that can perform a wide variety of tasks – since this type of AI has advanced particularly rapidly in recent years. There is a particular focus on understanding and managing risks. The report identifies a number of tools and techniques that can be used and also discusses their limitations.
[bookmark: _Toc206783112][bookmark: _Toc215229392][bookmark: _Toc215229657][bookmark: _Toc219470993][bookmark: _Toc222464049][bookmark: _Toc223508148]IET - The application of artificial intelligence in functional safety
This report ‎[8] focuses on AI/ML and functional safety. This publication aims to address some of the risks associated with the use of AI and ML in safety-related applications and identifies some of the considerations that need to be addressed during their development and subsequent deployment.
The report advocates the use of assurance cases for the purpose of assessment and justification of the use of AI within safety-related functions.
The report identifies a number of other relevant standards such as IEC 5469.
[bookmark: _Toc206783113][bookmark: _Toc215229393][bookmark: _Toc215229658][bookmark: _Toc219470994][bookmark: _Toc222464050][bookmark: _Toc223508149]NASA - Examining proposed uses of LLMs to produce or assess assurance arguments
NASA published a literature review ‎[14] on the use of LLMs for the development and challenge of assurance arguments in March 2025. The literature review covered at least 42 works that aimed at proposing to use LLMs to generate or assess assurance arguments.
The NASA literature review found that LLMs tend to be used for
· generation of arguments or parts of arguments
· generation of potential argument defeaters
· formalisation of argument, often to facilitate machine analysis
The report also summarises the anticipated benefits of using LLMs for developing assurance arguments, as well as some of the challenges. For instance, LLMs could address some of the limitations around human bias within safety argumentation; on the other hand, AI could introduce bias itself, depending on the training data used. 
The report identifies some additional challenges that were found in their literature review:
· assessor subjectivity
· availability of specimen arguments and system details
· randomness in the LLM algorithms
· variance across industries
· using modified versions of argument notations
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